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UNIT I INTRODUCTION TO ANALYTIC TOOL 

Introduction & Basics of R 

R is a programming language and free software developed by Ross Ihaka and Robert Gentleman in 

1993. R possesses an extensive catalog of statistical and graphical methods. It includes machine 

learning algorithms, linear regression, time series, statistical inference to name a few. Most of the R 

libraries are written in R, but for heavy computational tasks, C, C++ and Fortran codes are preferred. 

R is not only entrusted by academic, but many large companies also use R programming language, 

including Uber, Google, Airbnb, Facebook and so on. 

Data analysis with R is done in a series of steps; programming, transforming, discovering, modeling 

and communicate the results 

 Program: R is a clear and accessible programming tool 

 Transform: R is made up of a collection of libraries designed specifically for data science 

 Discover: Investigate the data, refine your hypothesis and analyze them 

 Model: R provides a wide array of tools to capture the right model for your data 

 Communicate: Integrate codes, graphs, and outputs to a report with R Markdown or build 

Shiny apps to share with the world 

Keywords in R 

Keywords are the words reserved by a program because they have a special meaning thus a 

keyword can’t be used as a variable name, function name, etc. 

We can view these keywords by using either help(reserved) or ?reserved. 

 

 if, else, repeat, while, function, for, in, next and break are used for control-flow statements and       

declaring user-defined functions. 

 The ones left are used as constants like TRUE/FALSE are used as boolean constants. 

 NaN defines Not a Number value and NULL are used to define an Undefined value. 

 Inf is used for Infinity values. 
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R Data Visualization 

In R, we can create visually appealing data visualizations by writing few lines of code. For this 

purpose, we use the diverse functionalities of R. Data visualization is an efficient technique for 

gaining insight about data through a visual medium. With the help of visualization techniques, a 

human can easily obtain information about hidden patterns in data that might be neglected. 

By using the data visualization technique, we can work with large datasets to efficiently obtain key 

insights about it. 

R Visualization Packages 

R provides a series of packages for data visualization. These packages are as follows: 

 

1) plotly 

The plotly package provides online interactive and quality graphs. This package extends upon the 

JavaScript library ?plotly.js. 

2) ggplot2 

R allows us to create graphics declaratively. R provides the ggplot package for this purpose. This 

package is famous for its elegant and quality graphs, which sets it apart from other visualization 

packages. 
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3) tidyquant 

The tidyquant is a financial package that is used for carrying out quantitative financial analysis. This 

package adds under tidyverse universe as a financial package that is used for importing, analyzing, 

and visualizing the data. 

4) taucharts 

Data plays an important role in taucharts. The library provides a declarative interface for rapid 

mapping of data fields to visual properties. 

5) ggiraph 

It is a tool that allows us to create dynamic ggplot graphs. This package allows us to add tooltips, 

JavaScript actions, and animations to the graphics. 

6) geofacets 

This package provides geofaceting functionality for 'ggplot2'. Geofaceting arranges a sequence of 

plots for different geographical entities into a grid that preserves some of the geographical 

orientation. 

7) googleVis 

googleVis provides an interface between R and Google's charts tools. With the help of this package, 

we can create web pages with interactive charts based on R data frames. 

8) RColorBrewer 

This package provides color schemes for maps and other graphics, which are designed by Cynthia 

Brewer. 

9) dygraphs 

The dygraphs package is an R interface to the dygraphs JavaScript charting library. It provides rich 

features for charting time-series data in R. 
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10) shiny 

R allows us to develop interactive and aesthetically pleasing web apps by providing a shiny package. 

This package provides various extensions with HTML widgets, CSS, and JavaScript. 

R Graphics 

Graphics play an important role in carrying out the important features of the data. Graphics are used 

to examine marginal distributions, relationships between variables, and summary of very large data. 

It is a very important complement for many statistical and computational techniques. 

 

Standard Graphics 

R standard graphics are available through package graphics, include several functions which provide 

statistical plots, like: 

o Scatterplots 

o Piecharts 

o Boxplots 

o Barplots etc. 

We use the above graphs that are typically a single function call. 
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Graphics Devices 

It is something where we can make a plot to appear. A graphics device is a window on your computer 

(screen device), a PDF file (file device), a Scalable Vector Graphics (SVG) file (file device), or a PNG or 

JPEG file (file device). 

There are some of the following points which are essential to understand: 

o The functions of graphics devices produce output, which depends on the active graphics 

device. 

o A screen is the default and most frequently used device. 

o R graphical devices such as the PDF device, the JPEG device, etc. are used. 

o We just need to open the graphics output device which we want. Therefore, R takes care of 

producing the type of output which is required by the device. 

o For producing a certain plot on the screen or as a GIF R graphics file, the R code should exactly 

be the same. We only need to open the target output device before. 

o Several devices can be open at the same time, but there will be only one active device. 

The basics of the grammar of graphics 

There are some key elements of a statistical graphic. These elements are the basics of the grammar 

of graphics. Let's discuss each of the elements one by one to gain the basic knowledge of graphics. 

 



 

SCSVMV-ECE-EVEN SEMESTER -2021-22-COURSE MATERIAL –BIG DATA ANALYTICS 

 

7 PREPARED BY DR.S.GOKULAKRISHNAN AP/CSE SCSVMV 

 

 

1) Data 

Data is the most crucial thing which is processed and generates an output. 

2) Aesthetic Mappings 

Aesthetic mappings are one of the most important elements of a statistical graphic. It controls the 

relation between graphics variables and data variables. In a scatter plot, it also helps to map the 

temperature variable of a data set into the X variable. 

In graphics, it helps to map the species of a plant into the color of dots. 

3) Geometric Objects 

Geometric objects are used to express each observation by a point using the aesthetic mappings. It 

maps two variables in the data set into the x,y variables of the plot. 

4) Statistical Transformations 

Statistical transformations allow us to calculate the statistical analysis of the data in the plot.The 

statistical transformation uses the data and approximates it with the help of a regression line having 

x,y coordinates, and counts occurrences of certain values. 

5) Scales 

It is used to map the data values into values present in the coordinate system of the graphics device. 

6) Coordinate system 

The coordinate system plays an important role in the plotting of the data. 

o Cartesian 

o Plot 

7) Faceting 

Faceting is used to split the data into subgroups and draw sub-graphs for each group. 
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Advantages of Data Visualization in R 

1. Understanding 

It can be more attractive to look at the business. And, it is easier to understand through graphics and 

charts than a written document with text and numbers. Thus, it can attract a wider range of 

audiences. Also, it promotes the widespread use of business insights that come to make better 

decisions. 

2. Efficiency 

Its applications allow us to display a lot of information in a small space. Although, the decision-

making process in business is inherently complex and multifunctional, displaying evaluation findings 

in a graph can allow companies to organize a lot of interrelated information in useful ways. 

3. Location 

Its app utilizing features such as Geographic Maps and GIS can be particularly relevant to wider 

business when the location is a very relevant factor. We will use maps to show business insights from 

various locations, also consider the seriousness of the issues, the reasons behind them, and working 

groups to address them. 

Disadvantages of Data Visualization in R 

1. Cost 

R application development range a good amount of money. It may not be possible, especially for 

small companies, that many resources can be spent on purchasing them. To generate reports, many 

companies may employ professionals to create charts that can increase costs. Small enterprises are 

often operating in resource-limited settings, and are also receiving timely evaluation results that can 

often be of high importance. 

2. Distraction 

However, at times, data visualization apps create highly complex and fancy graphics-rich reports and 

charts, which may entice users to focus more on the form than the function. If we first add visual 

appeal, then the overall value of the graphic representation will be minimal. In resource-setting, it is 
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required to understand how resources can be best used. And it is also not caught in the graphics 

trend without a clear purpose. 

R Pie Charts 

R programming language has several libraries for creating charts and graphs. A pie-chart is a 

representation of values in the form of slices of a circle with different colors. Slices are labeled with a 

description, and the numbers corresponding to each slice are also shown in the chart. However, pie 

charts are not recommended in the R documentation, and their characteristics are limited. The 

authors recommend a bar or dot plot on a pie chart because people are able to measure length more 

accurately than volume. 

The Pie charts are created with the help of pie () function, which takes positive numbers as vector 

input. Additional parameters are used to control labels, colors, titles, etc. 

There is the following syntax of the pie() function: 

1. pie(X, Labels, Radius, Main, Col, Clockwise)   

Here, 

1. X is a vector that contains the numeric values used in the pie chart. 

2. Labels are used to give the description to the slices. 

3. Radius describes the radius of the pie chart. 

4. Main describes the title of the chart. 

5. Col defines the color palette. 

6. Clockwise is a logical value that indicates the clockwise or anti-clockwise direction in which 

slices are drawn. 

Example 

1. # Creating data for the graph.   

2. x <- c(20, 65, 15, 50)   

3. labels <- c("India", "America", "Shri Lanka", "Nepal")   

4. # Giving the chart file a name.   

5. png(file = "Country.jpg")   

6. # Plotting the chart.   

7. pie(x,labels)   
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8. # Saving the file.   

9. dev.off()   

 

Output: 

 

Title and color 

A pie chart has several more features that we can use by adding more parameters to the pie() 

function. We can give a title to our pie chart by passing the main parameter. It tells the title of the pie 

chart to the pie() function. Apart from this, we can use a rainbow colour pallet while drawing the 

chart by passing the col parameter. 

Note: The length of the pallet will be the same as the number of values that we have for the chart. So 

for that, we will use length() function. 

Let's see an example to understand how these methods work in creating an attractive pie chart with 

title and color. 

Example 

1. # Creating data for the graph.   

2. x <- c(20, 65, 15, 50)   
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3. labels <- c("India", "America", "Shri Lanka", "Nepal")   

4. # Giving the chart file a name.   

5. png(file = "title_color.jpg")   

6. # Plotting the chart.   

7. pie(x,labels,main="Country Pie chart",col=rainbow(length(x)))   

8. # Saving the file.   

9. dev.off()   

Output: 

 

Slice Percentage & Chart Legend 

There are two additional properties of the pie chart, i.e., slice percentage and chart legend. We can 

show the data in the form of percentage as well as we can add legends to plots in R by using the 

legend() function. There is the following syntax of the legend() function. 

1. legend(x,y=NULL,legend,fill,col,bg)   

Here, 

o x and y are the coordinates to be used to position the legend. 

o legend is the text of legend 
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o fill is the color to use for filling the boxes beside the legend text. 

o col defines the color of line and points besides the legend text. 

o bg is the background color for the legend box. 

Example 

1. # Creating data for the graph.   

2. x <- c(20, 65, 15, 50)   

3. labels <- c("India", "America", "Shri Lanka", "Nepal")   

4. pie_percent<- round(100*x/sum(x), 1)   

5. # Giving the chart file a name.   

6. png(file = "per_pie.jpg")   

7. # Plotting the chart.   

8. pie(x, labels = pie_percent, main = "Country Pie Chart",col = rainbow(length(x)))   

9. legend("topright", c("India", "America", "Shri Lanka", "Nepal"), cex = 0.8,   

10. fill = rainbow(length(x)))   

11. #Saving the file.   

12. dev.off()   

Output: 
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3 Dimensional Pie Chart 

In R, we can also create a three-dimensional pie chart. For this purpose, R provides a plotrix package 

whose pie3D() function is used to create an attractive 3D pie chart. The parameters of pie3D() 

function remain same as pie() function. Let's see an example to understand how a 3D pie chart is 

created with the help of this function. 

Example 

1. # Getting the library.   

2. library(plotrix)   

3. # Creating data for the graph.   

4. x <- c(20, 65, 15, 50,45)   

5. labels <- c("India", "America", "Shri Lanka", "Nepal","Bhutan")   

6. # Give the chart file a name.   

7. png(file = "3d_pie_chart1.jpg")   

8. # Plot the chart.   

9. pie3D(x,labelslabels = labels,explode = 0.1, main = "Country Pie Chart")   

10. # Save the file.   

11. dev.off()   

Output: 
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Example 

1. # Getting the library.   

2. library(plotrix)   

3. # Creating data for the graph.   

4. x <- c(20, 65, 15, 50,45)   

5. labels <- c("India", "America", "Shri Lanka", "Nepal","Bhutan")   

6. pie_percent<- round(100*x/sum(x), 1)   

7. # Giving the chart file a name.   

8. png(file = "three_D_pie.jpg")   

9. # Plotting the chart.   

10. pie3D(x, labels = pie_percent, main = "Country Pie Chart",col = rainbow(length(x)))   

11. legend("topright", c("India", "America", "Shri Lanka", "Nepal","Bhutan"), cex = 0.8,   

12. fill = rainbow(length(x)))   

13. #Saving the file.   

14. dev.off()   

Output: 
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Why R Programming Language? 

 

 

 

 

 

 

 

 

 

● R programming is used as a leading tool for machine literacy, statistics, and data analysis. Objects, 

functions, and packages can fluently be created byR.  

 ● It’s a platform-independent language. This means it can be applied to all operating system.  

 ● It’s an open- source free language. That means anyone can install it in any association without 

copping a license.  

 ● The R programming language has a vast community of druggies and it’s growing day by day.  

● R is presently one of the most requested programming languages in the Data Science job request 

that makes it the hottest trend currently.  

 Original data disquisition  

 The first part of any data analysis or prophetic modeling task is an original disquisition of the data. 

Indeed if you collected the data yourself and you formerly have a list of questions in mind that you 

want to answer, it's important to explore the data before doing any serious analysis, since oddities in 

the data can beget bugs and muddle your results. Before exploring deeper questions, you have to 

answer numerous simpler bones about the form and quality of data. That said, it's important to go 

Hottest Trend Vast 

Community 

Platform 

Independent 

Integrate 

with other 

languages 

Free 

Installation 

Why 

R? 

Free Installation 
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into your original data disquisition with a big picture question in mind since the thing of your analysis 

should inform how you prepare the data.  

 Data Analytics Using R  

R analytics is data analytics using R programming language, an open- source language used for 

statistical computing or plates. This programming language is frequently used in statistical analysis 

and data mining. It can be used for analytics to identify patterns and make practical models. R not 

only can help dissect associations’data, but also be used to help in the creation and development of 

software operations that perform statistical analysis.  

 Introductory visualization using R  

 Data visualization is the graphical representation of information and data. By using visual rudiments 

like maps, graphs, and charts, data visualization tools give an accessible way to see and understand 

trends, outliers, and patterns in data.  

7 stages of data visualization 

 1. Bar Chart 

                  You are presumably formerly familiar with the introductory bar map from abecedarian 

academy, high academy and council. The conception of the bar map in R is the same as it was in the 

once scripts — to show a categorical comparison between two or further variables.  
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2. Histogram 

          Histograms are standard in some academic fields, but they are generally reserved for thesenior-

most situations. These maps are best with largely precise or accurate figures inR.  

 

 

3. Heat Map 

One of the most innovative data visualizations in R, the heat chart emphasizes color intensity 

to fantasize connections between multiple variables. The result is an seductive 2D image that's easy 

to interpret  
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4. Scatter Plot 

  Plotting is a popular volition to charting or graphing. It provides a unique visualization 

involving colorful blotches. The most standard replication the smatter plot tracks two nonstop 

variables over the course of time.  

 

 

 

5. Box Plot 

The box plot resembles a bar map in numerous felicitations. Rather of fastening on categorical data, 

box plots give visualization for both categorical and nonstop variable data.  
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6. Correlogram 

 Identified data is stylish imaged through corrplot. The 2D format is analogous to a heat chart, but it 

highlights statistics that are directly related.  

 

7. Area Chart 

 

 Area Maps express durability between different variables or data sets. It's akin to the traditional line 

map you know from grade academy and is used in a analogous fashion.  
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Basic Scripting: 

A scripting language is a programming language that's interpreted. It's restated into machine law 

when the law is run, rather than beforehand. Scripting languages are frequently used for short scripts 

over full computer programs. JavaScript, Python, and Ruby are all exemplifications of scripting 

languages.  

 Scripting languages use a program known as an practitioner to restate commands and are directly 

interpreted from source law, not taking a compendium step. Other programming languages, on the 

other hand, may bear a compiler to restate commands into machine law before it can execute those 

commands.  

 There are two types of scripting languages  

⮚ garçon side  

 Garçon- side scripting languages run on a web garçon. When a customer sends a request, the 

garçon responds by transferring happy via HTTP. In discrepancy, customer- side scripting 

languages run on the customer end — on their web cybersurfer.  

 ⮚ customer side  

 The benefit of customer- side scripts is that they can reduce demand on the garçon, allowing web 

runners to load briskly. 
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UNIT II OVERVIEW OF DATA ANALYTICS 

 

What is Big Data? 

 

The term Big Data refers to a huge volume of data that can not be stored processed by any 

traditional data storage or processing units. Big Data is generated at a very large scale and it is being 

used by many multinational companies to process and analyse in order to uncover insights and 

improve the business of many organisations. 

Types of Big-Data 

Big Data is generally categorized into three different varieties. They are as shown below: 

 Structured Data 

 Semi-Structured Data 

 Unstructured Data 

 

https://www.edureka.co/blog/big-data-tutorial
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 Structured Data owns a dedicated data model, It also has a well-defined structure, it follows a 

consistent order and it is designed in such a way that it can be easily accessed and used by a 

person or a computer. Structured data is usually stored in well-defined columns and also 

Databases. 

Example: Database Management Systems(DBMS) 

 Semi-Structured Data can be considered as another form of Structured Data. It inherits a few 

properties of Structured Data, but the major part of this kind of data fails to have a definite 

structure and also, it does not obey the formal structure of data models such as an RDBMS. 

Example:Comma Separated Values(CSV) File. 

 Unstructured Data is completely a different type of which neither has a structure nor obeys 

to follow the formal structural rules of data models. It does not even have a consistent format 

and it found to be varying all the time. But, rarely it may have information related to data and 

time. 

Example: Audio Files, Images etc 

Characteristics of Big Data 

 

 

https://www.edureka.co/blog/dbms-tutorial/
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Volume 

Volume refers to the unimaginable amounts of information generated every second from social 

media, cell phones, cars, credit cards, M2M sensors, images, video, and whatnot. We are 

currently using distributed systems, to store data in several locations and brought together by 

a software Framework like Hadoop. 

 

 

Big Data HExplore Curriculum 

Facebook alone can generate about billion messages, 4.5 billion times that the “like” button 

is recorded, and over 350 million new posts are uploaded each day. Such a huge amount of data can 

only be handled by Big Data Technologies 

Variety 

As Discussed before, Big Data is generated in multiple varieties. Compared to the traditional data like 

phone numbers and addresses, the latest trend of data is in the form of photos, videos, and audios 

and many more, making about 80% of the data to be completely unstructured 

Structured data is just the tip of the iceberg. 

 

https://www.edureka.co/blog/what-is-hadoop/
https://www.edureka.co/big-data-hadoop-training-certification
https://www.edureka.co/big-data-hadoop-training-certification
https://www.edureka.co/big-data-hadoop-training-certification
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Veracity 

Veracity basically means the degree of reliability that the data has to offer. Since a major part of the 

data is unstructured and irrelevant, Big Data needs to find an alternate way to filter them or to 

translate them out as the data is crucial in business developments 

Value 

Value is the major issue that we need to concentrate on. It is not just the amount of data that we 

store or process. It is actually the amount of valuable, reliable and trustworthy data that needs to be 

stored, processed, analyzed to find insights. 

Velocity 

Last but never least, Velocity plays a major role compared to the others, there is no point in investing 

so much to end up waiting for the data. So, the major aspect of Big Dat is to provide data on demand 

and at a faster pace. 

 Applications of Big Data 

Big Data is considered the most valuable and powerful fuel that can run the massive IT industries of 

the 21st Century. Big Data is being the most wide-spread technology that is being used in almost 

every business sector. Let us now check out a few as mentioned below. 

Travel and Tourism is one of the biggest users of Big Data Technology. It has 

enabled us to predict the requirements for travel facilities in many places, improving business 

through dynamic pricing and many more 
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Big Data Analytics 

 

Big data analytics is the often complex process of examining big data to uncover information -- such 

as hidden patterns, correlations, market trends and customer preferences -- that can help 

organizations make informed business decisions. 

 

Why is big data analytics important? 

Organizations can use big data analytics systems and software to make data-driven decisions that can 

improve business-related outcomes. The benefits may include more effective marketing, new 

revenue opportunities, customer personalization and improved operational efficiency. With an 

effective strategy, these benefits can provide competitive advantages over rivals. 

How does big data analytics work? 

Data analysts, data scientists, predictive modelers, statisticians and other analytics professionals 

collect, process, clean and analyze growing volumes of structured transaction data as well as other 

forms of data not used by conventional BI and analytics programs. 

Here is an overview of the four steps of the data preparation process: 

1. Data professionals collect data from a variety of different sources. Often, it is a mix of semi-

structured and unstructured data. While each organization will use different data streams, 

some common sources include: 

 internet clickstream data; 

 web server logs; 

 cloud applications; 

 mobile applications; 

 social media content; 

 text from customer emails and survey responses; 

 mobile phone records; and 

 machine data captured by sensors connected to the internet of things (IoT). 

https://searchdatamanagement.techtarget.com/definition/big-data
https://searchbusinessanalytics.techtarget.com/feature/12-must-have-features-for-big-data-analytics-tools
https://searchbusinessanalytics.techtarget.com/feature/6-big-data-benefits-for-businesses
https://searchenterpriseai.techtarget.com/definition/data-scientist
https://whatis.techtarget.com/definition/semi-structured-data
https://whatis.techtarget.com/definition/semi-structured-data
https://internetofthingsagenda.techtarget.com/definition/sensor-data
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2. Data is processed. After data is collected and stored in a data warehouse or data lake, data 

professionals must organize, configure and partition the data properly for analytical queries. 

Thorough data processing makes for higher performance from analytical queries. 

3. Data is cleansed for quality. Data professionals scrub the data using scripting tools or 

enterprise software. They look for any errors or inconsistencies, such as duplications or 

formatting mistakes, and organize and tidy up the data. 

4. The collected, processed and cleaned data is analyzed with analytics software. This includes 

tools for: 

 data mining, which sifts through data sets in search of patterns and relationships 

 predictive analytics, which builds models to forecast customer behavior and other future 

developments 

 machine learning, which taps algorithms to analyze large data sets 

 deep learning, which is a more advanced offshoot of machine learning 

 text mining and statistical analysis software 

 artificial intelligence (AI) 

 mainstream business intelligence software 

 data visualization tools 

Key big data analytics technologies and tools 

Many different types of tools and technologies are used to support big data analytics processes. 

Common technologies and tools used to enable big data analytics processes include: 

 Hadoop, which is an open source framework for storing and processing big data sets. Hadoop 

can handle large amounts of structured and unstructured data. 

 Predictive analytics hardware and software, which process large amounts of complex data, 

and use machine learning and statistical algorithms to make predictions about future event 

outcomes. Organizations use predictive analytics tools for fraud detection, marketing, risk 

assessment and operations. 

https://searchdatamanagement.techtarget.com/feature/Beyond-the-RDBMS-Data-warehouse-vs-data-lake-vs-data-mart
https://searchdatamanagement.techtarget.com/feature/Big-data-collection-processes-challenges-and-best-practices
https://searchsqlserver.techtarget.com/definition/data-mining
https://searchbusinessanalytics.techtarget.com/definition/text-mining
https://searchdatamanagement.techtarget.com/definition/Hadoop
https://searchbusinessanalytics.techtarget.com/tip/Big-data-vs-machine-learning-How-they-differ-and-relate
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 Stream analytics tools, which are used to filter, aggregate and analyze big data that may be 

stored in many different formats or platforms. 

 Distributed storage data, which is replicated, generally on a non-relational database. This can 

be as a measure against independent node failures, lost or corrupted big data, or to provide 

low-latency access. 

 NoSQL databases, which are non-relational data management systems that are useful when 

working with large sets of distributed data. They do not require a fixed schema, which makes 

them ideal for raw and unstructured data. 

 A data lake is a large storage repository that holds native-format raw data until it is needed. 

Data lakes use a flat architecture. 

 A data warehouse, which is a repository that stores large amounts of data collected by 

different sources. Data warehouses typically store data using predefined schemas. 

 Knowledge discovery/big data mining tools, which enable businesses to mine large amounts 

of structured and unstructured big data. 

 In-memory data fabric, which distributes large amounts of data across system memory 

resources. This helps provide low latency for data access and processing. 

 Data virtualization, which enables data access without technical restrictions. 

 Data integration software, which enables big data to be streamlined across different 

platforms, including Apache, Hadoop, MongoDB and Amazon EMR. 

 Data quality software, which cleanses and enriches large data sets. 

 Data preprocessing software, which prepares data for further analysis. Data is formatted and 

unstructured data is cleansed. 

 Spark, which is an open source cluster computing framework used for batch and stream data 

processing. 

 

 

https://searchdatamanagement.techtarget.com/definition/NoSQL-Not-Only-SQL
https://searchdatamanagement.techtarget.com/definition/data-warehouse


 

SCSVMV-ECE-EVEN SEMESTER -2021-22-COURSE MATERIAL –BIG DATA ANALYTICS 

 

28 PREPARED BY DR.S.GOKULAKRISHNAN AP/CSE SCSVMV 

 

 

Big data analytics uses and examples 

Here are some examples of how big data analytics can be used to help organizations: 

 Customer acquisition and retention. Consumer data can help the marketing efforts of 

companies, which can act on trends to increase customer satisfaction. For 

example, personalization engines for Amazon, Netflix and Spotify can provide improved 

customer experiences and create customer loyalty. 

 Targeted ads. Personalization data from sources such as past purchases, interaction patterns 

and product page viewing histories can help generate compelling targeted ad campaigns for 

users on the individual level and on a larger scale. 

 Product development. Big data analytics can provide insights to inform about product 

viability, development decisions, progress measurement and steer improvements in the 

direction of what fits a business' customers. 

 Price optimization. Retailers may opt for pricing models that use and model data from a 

variety of data sources to maximize revenues. 

 Supply chain and channel analytics. Predictive analytical models can help with preemptive 

replenishment, B2B supplier networks, inventory management, route optimizations and the 

notification of potential delays to deliveries. 

 Risk management. Big data analytics can identify new risks from data patterns for effective 

risk management strategies. 

 Improved decision-making. Insights business users extract from relevant data can help 

organizations make quicker and better decisions. 

 

Big data analytics benefits 

The benefits of using big data analytics include: 

 Quickly analyzing large amounts of data from different sources, in many different formats and 

types. 

 Rapidly making better-informed decisions for effective strategizing, which can benefit and 

improve the supply chain, operations and other areas of strategic decision-making. 

https://whatis.techtarget.com/definition/personalization-engine
https://searchbusinessanalytics.techtarget.com/post/How-predictive-and-prescriptive-analytics-impact-the-bottom-line
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 Cost savings, which can result from new business process efficiencies and optimizations. 

 A better understanding of customer needs, behavior and sentiment, which can lead to better 

marketing insights, as well as provide information for product development. 

 Improved, better informed risk management strategies that draw from large sample sizes of 

data. 

 

Big data analytics challenges 

Despite the wide-reaching benefits that come with using big data analytics, its use also comes with 

challenges: 

 Accessibility of data. With larger amounts of data, storage and processing become more 

complicated. Big data should be stored and maintained properly to ensure it can be used by less 

experienced data scientists and analysts. 

 Data quality maintenance. With high volumes of data coming in from a variety of sources and 

in different formats, data quality management for big data requires significant time, effort and 

resources to properly maintain it. 

 Data security. The complexity of big data systems presents unique security challenges. 

Properly addressing security concerns within such a complicated big data ecosystem can be a 

complex undertaking. 

 Choosing the right tools. Selecting from the vast array of big data analytics tools and 

platforms available on the market can be confusing, so organizations must know how to pick 

the best tool that aligns with users' needs and infrastructure. 

 With a potential lack of internal analytics skills and the high cost of hiring experienced data 

scientists and engineers, some organizations are finding it hard to fill the gaps. 

History and growth of big data analytics 

The term big data was first used to refer to increasing data volumes in the mid-1990s. In 2001, Doug 

Laney, then an analyst at consultancy Meta Group Inc., expanded the definition of big data. This 

expansion described the increasing: 

 Volume of data being stored and used by organizations; 

https://www.techtarget.com/searchsecurity/answer/Risk-assessment-vs-risk-analysis-vs-risk-management
https://searchenterpriseai.techtarget.com/feature/9-data-quality-issues-that-can-sideline-AI-projects
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 Variety of data being generated by organizations; and 

 Velocity, or speed, in which that data was being created and updated. 

 

The top 25 big data terms you should know 

1. Algorithm: A procedure or formula for solving a problem based on conducting a sequence of 

specified actions. In the context of big data, algorithm refers to a mathematical formula 

embedded in software to perform an analysis on a set of data. 

2. Artificial intelligence: The simulation of human intelligence processes by machines, especially 

computer systems. These machines can perceive the environment and take corresponding 

required actions and even learn from those actions. 

3. Cloud computing: A general term for anything that involves delivering hosted services over 

the internet. For big data practitioners, cloud computing is important because their roles 

involve accessing and interfacing with software and/or data hosted and running on remote 

servers. 

4. Data lake: A storage repository that holds a vast amount of raw datain its native format until 

it's required. Every data element within a data lake is assigned a unique identifier and set of 

extended metadata tags. When a business question arises, users can access the data lake to 

retrieve any relevant, supporting data. 

5. Data science: The field of applying advanced analytics techniques and scientific principles to 

extract valuable information from data. Data science typically involves the use of statistics, data 

visualization and mining, computer programming, machine learning and database engineering 

to solve complex problems. 

6. Database management system (DBMS): System software that serves as an interface between 

databases and end users or application programs, ensuring that data is consistently organized 

and remains easily accessible. DBMSes make it possible for end users to create, protect, read, 

update and delete data in a database. 

7. Data set: A collection of related, discrete items of data that may be accessed individually or 

collectively, or managed as a single, holistic entity. Data sets are generally organized into 

some formal structure, often in a tabular format. 

https://whatis.techtarget.com/definition/algorithm
https://searchenterpriseai.techtarget.com/definition/AI-Artificial-Intelligence
https://searchcloudcomputing.techtarget.com/definition/cloud-computing
https://searchaws.techtarget.com/definition/data-lakehttps:/whatis.techtarget.com/search/query?q=data+lake
https://searchdatamanagement.techtarget.com/definition/raw-data
https://searchenterpriseai.techtarget.com/definition/data-science
https://searchsqlserver.techtarget.com/definition/database-management-system
https://searchsqlserver.techtarget.com/definition/database-management-system
https://whatis.techtarget.com/definition/data-set
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8. Hadoop: An open-source distributed processing framework that manages data processing 

and storage for big data applications. It provides a reliable means for managing pools of big 

data and supporting related analytics applications. 

9. Hadoop distributed file system (HDFS): The primary data storage system used 

by Hadoop HDFS employs a NameNode and DataNode architecture to implement a 

distributed file system that provides high-performance access to data across highly scalable 

Hadoop clusters. 

10. Machine learning: A type of artificial intelligence that improves software applications' ability 

to predict accurate outcomes without being explicitly programmed to do so. Common use 

cases for machine learning include recommendation engines, fraud and malware threat 

detection, business process automation and predictive maintenance. 

11. MapReduce: Specific tools that support distributed computing on large data sets. These form 

core components of the Apache Hadoopsoftware framework. 

12. Natural language processing (NLP): A computer program's ability to understand both written 

and spoken human language. A component of artificial intelligence, NLP has existed for over 

five decades and has roots in the field of linguistics. 

13. NoSQL: An approach to database design that can accommodate a wide variety of data 

models, including key-value, document, columnar and graph formats. NoSQL, which stands for 

"not only SQL," is an alternative to traditional relational databases in which data is placed in 

tables and data schemais carefully designed before the database is built. NoSQL databases are 

especially useful for working with large sets of distributed data. 

14. Object-based image analysis: The analysis of digital images using data from individual pixels. 

It combines spectral, textural and contextual information to identify thematic classes in an 

image. 

15. Programming language: Used by developers and data scientists to perform big data 

manipulation and analysis. R, Python, and Scala are the three major languages for data science 

and data mining. 

16. Pattern recognition: The ability to detect arrangements of characteristics or data that provide 

information about a given system or data set. Patterns could manifest as recurring sequences of 

data that can be used to predict trends, specific configurations of features in images that 

https://searchdatamanagement.techtarget.com/definition/Hadoop
https://searchdatamanagement.techtarget.com/definition/Hadoop-Distributed-File-System-HDFS
https://searchdatamanagement.techtarget.com/definition/Hadoop
https://searchenterpriseai.techtarget.com/definition/machine-learning-ML
https://searchcloudcomputing.techtarget.com/definition/MapReduce
https://searchenterpriseai.techtarget.com/definition/natural-language-processing-NLP
https://searchdatamanagement.techtarget.com/definition/NoSQL
https://searchsqlserver.techtarget.com/definition/SQL
https://whatis.techtarget.com/search/query?q=Object-based+image+analysis
https://whatis.techtarget.com/search/query?q=Programming+language
https://whatis.techtarget.com/definition/pattern-recognition
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identify objects, frequent combinations of words and phrases or clusters of activities on a 

network that could indicate a cyber attack. 

17. Python: An interpreted, object-oriented programming language that's gained popularity for 

big data professionals due to its readability and clarity of syntax. Python is relatively easy to 

learn and highly portable, as its statements can be interpreted in several operating systems. 

18. Qualifications and learning resources for big data careers: Students exploring a career in big 

data, and even established professionals seeking to augment their existing experience, have a 

host of options and resources at their disposal to advance their ambitions and grow their big 

data skills. These include university degrees at both undergraduate and graduate levels as well 

as online certifications and learning modules. 

19. R programming language: An open source scripting programming language used 

for predictive analytics and data visualization. R includes functions that support both linear and 

nonlinear modeling, classical statistics, classifications and clustering. 

20. Relational databases: A collection of information that organizes data points with defined 

relationships for easy access. Data structures (including data tables, indexes and views) remain 

separate from the physical storage. This enables administrators to edit the physical data 

storage without affecting the logical data structure. 

21. Scala: A software programming language that blends object-oriented methods 

with functional programming capabilities. This allows it to support a more concise programming 

style which reduces the amount of code that developers need to write. Another benefit is that 

Scala features, which operate well in smaller programs, also scale up effectively when 

introduced into more complex environments. 

22. Soft skills: Today's most successful big data professionals are those who can harmonize their 

academic qualifications, innate intellectual abilities and real-world experience with a diverse 

range of other softer skills. These soft skills include tenacity, problem-solving abilities, curiosity, 

effective communication, presentation and interpersonal skills, and well-rounded business 

understanding and acumen. 

 

 

 

https://whatis.techtarget.com/definition/Python
https://whatis.techtarget.com/feature/Top-25-big-data-interview-questions-with-answers
https://whatis.techtarget.com/feature/6-must-have-big-data-skills-to-land-a-big-data-job
https://whatis.techtarget.com/feature/6-must-have-big-data-skills-to-land-a-big-data-job
https://searchbusinessanalytics.techtarget.com/definition/R-programming-language
https://whatis.techtarget.com/search/query?q=Relational+databases
https://searchbusinessanalytics.techtarget.com/definition/Scala-Scalable-Language
https://searchcio.techtarget.com/definition/soft-skills
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The Big Data World: Big, Bigger and Biggest 

A Collection of large and complex datasets which are difficult to store and process using the 

traditional database and data processing tools is considered as big data. Big data is collected from 

traditional and digital sources which, when refined properly can be used for research and analysis. 

With time, organizations are growing and with this data generated from these organizations are 

also increasing exponentially. The challenge is to have a platform which can provide a single, 

consistent view of the complete data. Another challenge is to organize this data so that it makes 

sense and can be utilized as useful information. Everything around us generates big 

data continuously. Social media websites and digital sources are responsible for producing such 

huge amount of data. How this huge amount of data is transmitted – sensors, mobile and systems 

are the answer. 

 

Where is this Big Data coming from? 

 Social media: Big data companies like Facebook and google get the data from whatever 

activities we perform. Other examples are YouTube, Twitter, LinkedIn, blogs, slideshare, 

Instagram, chatter, WordPress, Jive, etc. 

 Public Web: This includes data coming from Wikipedia, health care services, the World 

Bank, government, weather, traffic, etc. 

 Archives: This includes archives of any data like medical records, customer 

correspondence, insurance forms, scanned documents, etc. 

 Docs: Documentation of any format including HTML, CSV, PDF, XLS, Word, XML, etc. are 

the sources of big data. 

 Media: Images, video, audio, live stream, podcast etc. 

 Data storage: The various database and file systems which are used to store the data serve 

as the source for big data. 

 Machine Log Data: Data coming from server, application logs, audit logs, CDR- call detail 

records, various mobile apps, mobile location etc. 

 Sensor Data: Data from sensors connected to medical devices, road cameras, satellites, 

traffic surveillance devices, video games, household appliances, air conditioning units, office 

buildings etc. 

 

 

 

 

https://intellipaat.com/big-data-hadoop-training/
https://intellipaat.com/big-data-hadoop-training/
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There are 3Vs that define Big data velocity, variety and volume 

1. Variety: There are multiple formats to store data, e.g., database, MS-Access, MS-Excel, text 

and many more. It can also be in the form of pdf, video or SMS. So the challenge is to arrange 

this data to make it meaningful and it is easier when the data is in the same format.  

2. Volume: The volume of data coming from multiple sources is huge. With this increase in 

the volume of data it is important for the organizations to reevaluate their architecture and 

applications. 

3. Velocity: Velocity refers to the processing speed of the data. In earlier days, yesterday’s 

data were considered as recent data, but now this thing is valid only in the newspapers. Rest, 

everything gets updated even less than a fraction of seconds. News channel, radios, tweets, 

Facebook posts and comments everything updates so fast that data updates few minutes back 

is considered useless and old. 

 

Big data is a mixture of unstructured, structured and multi-structured data. 

1. Structured Data: Data which has a defined format and is organized in a predefined schema 

is called structured data. Data coming from traditional databases and repositories like 

Mainframes, SQL server, Oracle, DB2, Sybase, Access, Excel, txt and Teradata are considered 

as examples of structured data. The Relational Database Management system deals with only 

this kind of data. 

2. Unstructured data: Data which is unorganized and it is not easy to interpret such data 

using traditional databases or data models are called unstructured data. Data coming from 

social media like Chatter, text analytics, blogs, Tweets, comments, clicks, tags etc..  

3. Multi-structured data: Multi-structure data are un-modelled, it needs to be organized, 

although there might be a schema but it is ignored. It can be derived from interactions 

between human and machines. This includes emerging market data, e-commerce, and other 

third party data like weather, currency conversion, demographic, panel etc.  

The three primary sources of  Big Data 

Social data comes from the Likes, Tweets & Retweets, Comments, Video Uploads, and general media 

that are uploaded and shared via the world’s favorite social media platforms. This kind of data 

provides invaluable insights into consumer behavior and sentiment and can be enormously 

influential in marketing analytics. The public web is another good source of social data, and tools like 

Google Trends can be used to good effect to increase the volume of big data. 
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Machine data is defined as information which is generated by industrial equipment, sensors that are 

installed in machinery, and even web logs which track user behavior. This type of data is expected to 

grow exponentially as the internet of things grows ever more pervasive and expands around the 

world. Sensors such as medical devices, smart meters, road cameras, satellites, games and the 

rapidly growing Internet Of Things will deliver high velocity, value, volume and variety of data in the 

very near future. 

 

Transactional data is generated from all the daily transactions that take place both online and 

offline. Invoices, payment orders, storage records, delivery receipts – all are characterized as 

transactional data yet data alone is almost meaningless, and most organizations struggle to make 

sense of the data that they are generating and how it can be put to good use. 

 

Benefits of Big Data 

As per Oxford English Dictionary Big data is “data of a very large size, typically to the extend that its 

manipulation and management present logistical challenges”.Big Data refers to technologies and 

initiatives that involve data that is too diverse, fast-changing or massive for conventional 

technologies, skills and infrastructure to address efficiently.  

But nowadays with the help of new technologies it is very easy to realize value of Big data, for 

example to identity shopping behavioral trends of customers to improve stockage, pricing of the 

items.Government processes also get benefits and banking institutions are capturing data on 

customer interaction to model risk and fraud.  

Benefits in IT sectors:  

  

 Many old IT companies are fully dependent on big data in order to modernise their outdated 

mainframes by identifying the root causes of failures and issues in real time and antiquated code 

bases.Many organisation are replacing their traditional system with open source platforms like 

Hadoop. 

 Most big data solutions are based on Hadoop, which allows designs to scale up from single 

machine to thousands of machines ,each offering local computation and storage,moreover it is 

“free” open source platforms , allowing minimizing capital investment for an organisation in 

acquiring new platforms. 

 With the help of big data technologies IT companies are able to process the third-party data 

fast, that is often hard to understand at once by having inherently high-horsepower and 

parallelized working of platforms. 
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Benefits of Big Data in Business:  

  

 Data quality has a direct impact on business process efficiency. In purchase to pay process, 

poor quality vendors data can cause missing of purchase contracts or pricing information 

which can lead to delays in procuring vital goods. Many companies using big data solutions or 

algorithms to simply do what they have already been doing , so that there is no data loss 

moreover if we run the algorithm against the data set ,the result might be the list of individual 

who exhibits attributes of fraudulent behavior. 

 In order to cash process ,incomplete or inaccurate credit limits or pricing information can 

lead to overall customer service loss or reduce revenue or may increase service cost ,with the 

help of big data technologies and ability to run various algorithm more quickly ,the data can 

be updated at regular intervals throughout the day. 

 The systematic analysis of data or data profiling is used to assess the overall health of the 

data which lead to proper business decisions in accordance with present situation because 

sometimes inaccurate data results in incorrect management,means business decisions are 

based on incorrect information .For example the more one can understand about customers 

complex relationships, preference, and interaction history with company, the more relevant 

and timely once business outreach. 

  

 

Benefits in Enterprise :  

  

 Big data might allow a company to collect trillions or billions of real-time data points on its 

products, resources, or customers- and then repackage the data instantaneously to optimize 

customer experience . 

 Speed at which data is updated using big data technologies allow enterprises to more 

quickly and accurately respond to customer demands.For example MetLife used MongoDB to 
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quickly consolidate customer information over 70 different source and provide single , rapidly -

updated view 

 Big data can help enterprises to act more nimbly allowing them to adopt to changes faster 

than their competitors. 

  

 

Benefits in Other Areas:  

  

 Big data technologies used to predict the ‘buy’ and ‘sell’ decisions made on the shares of 

different companies for the customers. 

 Search-Engine retrieve lots of Data from different data bases in fraction of seconds using 

big data technologies .For example, Google uses MapReduce algorithm to search for a given 

query. MapReduce divides the task into small parts and assigns those parts to many 

computers connected over the network, and collect the result to form the final result. 

 Financial Services organisation are using big data for data mining about customer 

interactions to slice and dice their users into finely tuned segments, this will help in creating 

increasingly relevant and sophisticated offers. 

 Insurance companies are using Big Data analysis to see which home insurance application 

can be immediately processed, and which ones need a validating in-person visit from an 

agent. 

 Web-based business are developing information products that combine data gathered 

from customers to offer more appealing recommendations and more successful coupon 

programs. 
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Life Cycle Phases of Data Analytics 

Data Analytics Lifecycle : 

The Data analytic lifecycle is designed for Big Data problems and data science projects. The cycle is 

iterative to represent real project. To address the distinct requirements for performing analysis on 

Big Data, step – by – step methodology is needed to organize the activities and tasks involved with 

acquiring, processing, analyzing, and repurposing data. 

Phase 1: Discovery – 

 The data science team learn and investigate the problem. 

 Develop context and understanding. 

 Come to know about data sources needed and available for the project. 

 The team formulates initial hypothesis that can be later tested with data. 

Phase 2: Data Preparation – 

 Steps to explore, preprocess, and condition data prior to modeling and analysis. 

 It requires the presence of an analytic sandbox, the team execute, load, and transform, to get 

data into the sandbox. 

 Data preparation tasks are likely to be performed multiple times and not in predefined order. 

 Several tools commonly used for this phase are – Hadoop, Alpine Miner, Open Refine, etc. 

Phase 3: Model Planning – 

 Team explores data to learn about relationships between variables and subsequently, selects 

key variables and the most suitable models. 

 In this phase, data science team develop data sets for training, testing, and production 

purposes. 

 Team builds and executes models based on the work done in the model planning phase. 

 Several tools commonly used for this phase are – Matlab, STASTICA. 

Phase 4: Model Building – 

 Team develops datasets for testing, training, and production purposes. 

 Team also considers whether its existing tools will suffice for running the models or if they 

need more robust environment for executing models. 

 Free or open-source tools – Rand PL/R, Octave, WEKA. 

 Commercial tools – Matlab , STASTICA. 

Phase 5: Communication Results – 

 After executing model team need to compare outcomes of modeling to criteria established 

for success and failure. 

https://www.geeksforgeeks.org/data-analytics-and-its-type/
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 Team considers how best to articulate findings and outcomes to various team members and 

stakeholders, taking into account warning, assumptions. 

 Team should identify key findings, quantify business value, and develop narrative to 

summarize and convey findings to stakeholders. 

Phase 6: Operationalize – 

 The team communicates benefits of project more broadly and sets up pilot project to deploy 

work in controlled way before broadening the work to full enterprise of users. 

 This approach enables team to learn about performance and related constraints of the model 

in production environment on small scale  , and make adjustments before full deployment. 

 The team delivers final reports, briefings, codes. 

 Free or open source tools – Octave, WEKA, SQL, MADlib. 
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UNIT III MINING DATA STREAMS 

Data Stream in Data Analytics 

Introduction to stream concepts : 

A data stream is an existing, continuous, ordered (implicitly by entrance time or explicitly by 

timestamp) chain of items. It is unfeasible to control the order in which units arrive, nor it is 

feasible to locally capture stream in its entirety. 

It is enormous volumes of data, items arrive at a high rate. 

Types of Data Streams : 

 Data stream – 

A data stream is a(possibly unchained) sequence of tuples. Each tuple comprised of a set of 

attributes, similar to a row in a database table. 

 Transactional data stream – 

It is a log interconnection between entities 

1. Credit card – purchases by consumers from producer 

2. Telecommunications – phone calls by callers to the dialed parties 

3. Web – accesses by clients of information at servers 

 Measurement data streams – 

1. Sensor Networks – a physical natural phenomenon, road traffic 

2. IP Network – traffic at router interfaces 

3. Earth climate – temperature, humidity level at weather stations 

Examples of Stream Sources- 

1. Sensor Data –  

In navigation systems, sensor data is used. Imagine a temperature sensor floating about in the 

ocean, sending back to the base station a reading of the surface temperature each hour. The 

data generated by this sensor is a stream of real numbers. We have 3.5 terabytes arriving every 

day and we for sure need to think about what we can be kept continuing and what can only be 

archived. 

  

2. Image Data –  

Satellites frequently send down-to-earth streams containing many terabytes of images per day. 

Surveillance cameras generate images with lower resolution than satellites, but there can be 

numerous of them, each producing a stream of images at a break of 1 second each. 
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3. Internet and Web Traffic –  

A bobbing node in the center of the internet receives streams of IP packets from many inputs 

and paths them to its outputs. Websites receive streams of heterogeneous types. For example, 

Google receives a hundred million search queries per day. 

Characteristics of Data Streams : 

1. Large volumes of continuous data, possibly infinite. 

2. Steady changing and requires a fast, real-time response. 

3. Data stream captures nicely our data processing needs of today. 

4. Random access is expensive and a single scan algorithm 

5. Store only the summary of the data seen so far. 

6. Maximum stream data are at a pretty low level or multidimensional in creation, needs 

multilevel and multidimensional treatment. 

Applications of Data Streams : 

1. Fraud perception 

2. Real-time goods dealing 

3. Consumer enterprise 

4. Observing and describing on inside IT systems 

Advantages of Data Streams : 

 This data is helpful in upgrading sales 

 Help in recognizing the fallacy 

 Helps in minimizing costs 

 It provides details to react swiftly to risk 

Disadvantages of Data Streams : 

 Lack of security of data in the cloud 

 Hold cloud donor subordination 

 Off-premises warehouse of details introduces the probable for disconnection 

 

What is Streaming Data Architecture? 

Streaming Data Architecture consists of software components, built and connected together to 

ingest and process streaming data from various sources. Streaming Data Architecture processes the 

data right after it is collected. The processing includes allocating it into the designated storage and 

may include triggering further processing steps, like analytics, further data manipulation or sort of 

further real-time processing.  
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There are several approaches to data processing. First, the “old fashion” one, is batch processing 

which is the processing of a large volume of data all at once. Here we will however focus on the 

difference between stream processing and real-time operations. The simplest explanation is that 

real-time operations are about reactions to the data, whereas stream processing is about actions 

taken on the data. 

 

Real-time solutions guarantee the execution of data in a short time period after it has been gathered. 

A reaction to the data is almost immediate – processing can take minutes, seconds, or even 

milliseconds, depending on business requirements and applied solution. Examples of the use case for 

real-time operation can be buying/selling operations on the stock market, when the quote needs to 

be provided right after order is placed.  
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Streaming processing is usually a complex challenge. To leverage this technology for your benefit you 

will require a solution consisting of multiple components. During designing the architecture you also 

need to take the characteristics of data streams into account. They tend to generate a huge volume 

of data and require further pre-processing, extraction and transforming to become more useful. 

 

 

What could be the components and the design of Streaming Data Architecture? 

Regardless of platform used, the streaming data architecture needs to include the following key 

component groups: 

1. Message Brokers 

The component group that takes data from a source, transforms it into a standard message format, 

and streams it on an ongoing basis, to make it available for use, which means that other tools can 

listen in and consume the messages passed on by the brokers.  

 

The popular stream processing tools are open source software Apache Kafka, or PaaS (Platform as a 

Service) components like Azure Event Hub, Azure IoT Hub, GCP Cloud Pub/Sub or GCP Confluent 

Cloud, which is cloud-native event streaming platform powered by Apache Kafka. Microsoft Azure 

also supports Kafka as HDInsight cluster type, so this way it can be used as PaaS. 

 

On top of the examples mentioned above, there are also other tools available, like Solace PubSub+ or 

Mulesoft Anypoint, which are usually built on top of open source components, to provide a 

complete, multi-cloud integration environment, supporting among others streaming data and 

allowing to remove overhead related to platform setup and maintenance. 

2. Processing Tools 

The output data streams from the above described message broker or stream processor needs to be 

transformed and structured to get analyzed further using analytics tools. The result of such analysis 

can be some actions, alerts, dynamic dashboards or even new data streams.  

 

When it comes to open source frameworks, which focus on processing streamed data, the most 

popular and broadly known are Apache Storm, Apache Spark Streaming and Apache Flink. Microsoft 

Azure supports deployment of Apache Spark and Apache Storm as a type of HDInsight cluster. 

 

 On top of that Azure provides its proprietary solution called Stream Analytics, which is a pure PaaS 

component of Azure, acting as real-time analytics and complex event-processing engine that is 

designed to analyze and process high volumes of fast streaming data from multiple sources 

simultaneously. So, it falls a little bit under data analytics as well as real-time processing. 
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In the case of GCP the key platforms for streamed data processing are Dataproc, which includes 

Spark and Flink and a separate proprietary solution, which is Dataflow. 

 

3. Data Analytics Tools 

Once streaming data is prepared for consumption by the stream processor and processing tool, it 

needs to be analyzed to provide value. There are many different approaches to streaming data 

analytics, but let’s focus on the mostly known ones. 

 

Apache Cassandra is an open source NoSQL distributed database and it provides low latency serving 

of streaming events to applications. Kafka streams can be processed and persisted to a Cassandra 

cluster. It is also possible to implement another Kafka instance that receives a stream of changes 

from Cassandra and serves them to other applications for real time decision making. 

 

Another example is Elasticsearch, which can receive streamed data from Kafka topics directly. With 

Avro data format and a schema registry, Elasticsearch mappings are created automatically and rapid 

text search or analytics within Elasticsearch can be performed. 

 

Azure also provides CosmosDB with Cassandra API, so Apache Cassandra capabilities are secured in 

this cloud. GCP supports the area with Firebase Realtime Database, Firestore as well as BigTable. 

 

4. Streaming Data Storage 

Storage cost is in general relatively low, therefore organizations store their streaming data. A data 

lake is the most flexible and cheap option for storing event data, but it is quite challenging to 

properly set it up and maintain. It may include relevant data processing, data partitioning and 

backfilling with historical data, so at the end creating an operational data lake may become a 

challenge.  

 

All cloud vendors provide relevant components serving as data lakes. Azure provides Azure Data Lake 

Store (ADLS) and GCP has Google Cloud Storage.  

 

The other option can be storing the data in a data warehouse or in persistent storage of selected 

tools, like Kafka, Databricks/Spark, BigQuery. 

 

Concluding the topic of Streaming Data Architecture, exact components selection depends on 

available stack and it can potentially look like the example below, which is the modern streaming 

data architecture based on Microsoft Azure. 
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To sum up 

A modern Streaming Data Architecture has some important benefits, which should be taken into 

account when designing particular solutions. When it is properly designed, it eliminates the need for 

large data engineering, its performance is high, it can be deployed quickly, with built in high 

availability and fault tolerance. That architecture also is flexible to support multiple use cases, with 

low total cost of ownership. 

To achieve the above, organizations may go for full stack solutions or develop relevant architecture 

blueprints, to ensure fast and robust delivery of solutions, tailored to business needs. 
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PageRank 

The Google PageRank Algorithm and How It Works 

How is PageRank Used? 

PageRank is one of the methods Google uses to determine a page’s relevance or importance. It is 

only one part of the story when it comes to the Google listing, but the other aspects are discussed 

elsewhere (and are ever changing) and PageRank is interesting enough to deserve a paper of its own. 

PageRank is also displayed on the toolbar of your browser if you’ve installed the Google toolbar 

(http://toolbar.google.com/). But the Toolbar PageRank only goes from 0 – 10 and seems to be 

something like a logarithmic scale: 

 Toolbar PageRank 

(log base 10) 

 Real PageRank  

0                                            0 - 10 

1                                       100 - 1,000 

2                                    1,000 - 10,000 

3                                  10,000 - 100,000 

4                                       and so on... 

We can’t know the exact details of the scale because, as we’ll see later, the maximum PR of all pages 

on the web changes every month when Google does its re-indexing! If we presume the scale is 

logarithmic (although there is only anecdotal evidence for this at the time of writing) then Google 

could simply give the highest actual PR page a toolbar PR of 10 and scale the rest appropriately. 

Also the toolbar sometimes guesses! The toolbar often shows me a Toolbar PR for pages 

What seems to be happening is that the toolbar looks at the URL of the page the browser is 

displaying and strips off everything down the last “/” (i.e. it goes to the “parent” page in URL terms). 

If Google has a Toolbar PR for that parent then it subtracts 1 and shows that as the Toolbar PR for 

this page. If there’s no PR for the parent it goes to the parent’s parent’s page, but subtracting 2, and 
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so on all the way up to the root of your site.  If it can’t find a Toolbar PR to display in this way, that is 

if it doesn’t find a page with a real calculated PR, then the bar is greyed out. 

Note that if the Toolbar is guessing in this way, the Actual PR of the page is 0 - though its 

PR will be calculated shortly after the Google spider first sees it. 

PageRank says nothing about the content or size of a page, the language it’s written in, or the text 

used in the anchor of a link! 

Definitions 

PR:  Shorthand for PageRank: the actual, real, page rank for each page as calculated by Google. As 

we’ll see later this can range from 0.15 to billions. 

Toolbar PR:   The PageRank displayed in the Google toolbar in your browser. This ranges from 0 to 10.  

Backlink:       If page A links out to page B, then page B is said to have a “backlink” from page A. 

That’s enough of that, let’s get back to the meat… 

So what is PageRank? 

In short PageRank is a “vote”, by all the other pages on the Web, about how important a page is. A 

link to a page counts as a vote of support. If there’s no link there’s no support (but it’s an abstention 

from voting rather than a vote against the page). 

Quoting from the original Google paper, PageRank is defined like this: 

We assume page A has pages T1...Tn which point to it (i.e., are citations). The parameter d is a 

damping factor which can be set between 0 and 1. We usually set 

d to 0.85. There are more details about d in the next section. Also C(A) is defined as the number of 

links going out of page A. The PageRank of a page A is given as follows: 

PR(A) = (1-d) + d (PR(T1)/C(T1) + ... + PR(Tn)/C(Tn)) 

Note that the PageRanks form a probability distribution over web pages, so the sum of all web pages' 

PageRanks will be one. 

PageRank or PR(A) can be calculated using a simple iterative algorithm, and corresponds to the 

principal eigenvector of the normalized link matrix of the web. 
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but that’s not too helpful so let’s break it down into sections. 

1.  PR(Tn) - Each page has a notion of its own self-importance. That’s “PR(T1)” for the first page in the 

web all the way up to “PR(Tn)” for the last page 

2.  C(Tn) - Each page spreads its vote out evenly amongst all of it’s outgoing links. 

The count, or number, of outgoing links for page 1 is “C(T1)”, “C(Tn)” for page n, and so on for all 

pages. 

3.  PR(Tn)/C(Tn) - so if our page (page A) has a backlink from page “n” the share of the vote page A 

will get is “PR(Tn)/C(Tn)” 

4.  d(... - All these fractions of votes are added together but, to stop the other pages having too much 

influence, this total vote is “damped down” by multiplying it by 

0.85 (the factor “d”) 

5.  (1 - d) - The (1 – d) bit at the beginning is a bit of probability math magic so the “sum of all web 

pages' PageRanks will be one”: it adds in the bit lost by the d(.... It also means that if a page has no 

links to it (no backlinks) even then it will still get a small PR of 0.15 (i.e. 1 – 0.85). (Aside: the Google 

paper says “the sum of all pages” but they mean the “the normalised sum” – otherwise known as 

“the 

average” to you and me. 

How is PageRank Calculated? 

This is where it gets tricky. The PR of each page depends on the PR of the pages pointing to it. But we 

won’t know what PR those pages have until the pages pointing to them have their PR calculated and 

so on… And when you consider that page links can form circles it  

seems impossible to do this calculation! 

But actually it’s not that bad. Remember this bit of the Google paper: 

PageRank or PR(A) can be calculated using a simple iterative algorithm, and corresponds to the 

principal eigenvector of the normalized link matrix of the web. 

What that means to us is that we can just go ahead and calculate a page’s PR without knowing the 

final value of the PR of the other pages. That seems strange but, basically, each time we run the 

calculation we’re getting a closer estimate of the final value. So all we need to do is remember the 
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each value we calculate and repeat the calculations lots of times until the numbers stop changing 

much. 

Lets take the simplest example network: two pages, each pointing to the other: 

Each page has one outgoing link (the outgoing count is 1, i.e. C(A) = 1 and C(B) = 1). 

Guess 1 

We don’t know what their PR should be to begin with, so let’s take a guess at 1.0 and do some 

calculations: 

d = 0.85 

PR(A) = (1 – d) + d(PR(B)/1) PR(B) = (1 – d) + d(PR(A)/1) 

i.e. 

PR(A) = 0.15 + 0.85 * 1 

= 1 

PR(B) = 0.15 + 0.85 * 1 

= 1 

Hmm, the numbers aren’t changing at all! So it looks like we started out with a lucky guess!!! 

 

Guess 2 

No, that’s too easy, maybe I got it wrong (and it wouldn’t be the first time). Ok, let’s start the guess 

at 0 instead and re-calculate: 

PR(A) = 0.15 + 0.85 * 0 

= 0.15 

PR(B) = 0.15 + 0.85 * 0.15             NB. we’ve already calculated a  

= 0.2775                                “next best guess” at PR(A) so we use it here 

And again: 
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PR(A) = 0.15 + 0.85 * 0.2775 

= 0.385875 

PR(B) = 0.15 + 0.85 * 0.385875 

= 0.47799375 

And again 

PR(A) = 0.15 + 0.85 * 0.47799375 

= 0.5562946875 

PR(B) = 0.15 + 0.85 * 0.5562946875 

= 0.622850484375 

and so on. The numbers just keep going up. But will the numbers stop increasing when they get to 

1.0? What if a calculation over-shoots and goes above 1.0? 

Guess 3 

Well let’s see. Let’s start the guess at 40 each and do a few cycles: PR(A) = 40 

PR(B) = 40 

First calculation 

PR(A) = 0.15 + 0.85 * 40 

= 34.25 

PR(B) = 0.15 + 0.85 * 0.385875 

= 29.1775 

And again 

PR(A) = 0.15 + 0.85 * 29.1775 

= 24.950875 

PR(B) = 0.15 + 0.85 * 24.950875 

= 21.35824375 
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Yup, those numbers are heading down alright! It sure looks the numbers will get to 1.0 and stop 

Here’s the code used to calculate this example starting the guess at 0:  Show the code | Run the p 

rogram  

Principle: it doesn’t matter where you start your guess, once the PageRank calculations have settled 

down, the “normalized probability distribution” (the average PageRank for all pages) will be 1.0 

 

Getting the answer quicker 

How many times do we need to repeat the calculation for big networks? That’s a difficult question; 

for a network as large as the World Wide Web it can be many millions of iterations! The “damping 

factor” is quite subtle. If it’s too high then it takes ages for the numbers to settle, if it’s too low then 

you get repeated over-shoot, both above and below the average - the numbers just swing about the 

average like a pendulum and never settle down. 

Also choosing the order of calculations can help. The answer will always come out the same no 

matter which order you choose, but some orders will get you there quicker than others. 

Example 1 

I’m not going to repeat the calculations here, but you can see them by running the program (yes, if 

you click the link the program really is re-run to do the calculations for you) 

Show the code |  Run the p rogram 

So the correct PR for the example is:  

You can see it took about 20 iterations before the network began to settle on these values! 

Look at Page D though - it has a PR of 0.15 even though no-one is voting for it (i.e. it has no incoming 

links)! Is this right? 

The first part, or "term" to be techinal, of the PR equation is doing this: 

PR(A) = (1-d) + d (PR(T1)/C(T1) + ... + PR(Tn)/C(Tn)) 

So, for Page D, no backlinks means the equation looks like this: PR(A) = (1-d) + d * (0) 

= 0.15 
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no matter what else is going on or how many times you do it. 

Observation: every page has at least a PR of 0.15 to share out. But this may only be in theory - there 

are rumours that Google undergoes a post-spidering phase whereby any pages that have no 

incoming links at all are completely deleted from the index... 

PageRank is also only part of the story about what results get displayed high up in a Google listing. 

For example there’s some evidence to suggest that Google is paying a lot of attention these days to 

the text in a link’s anchor when deciding the relevance of a target page – perhaps more so than the 

page’s PR… 

PageRank is still part of the listings story though, so it’s worth your while as a good designer to make 

sure you understand it correctly. 

What is link spam? 
Link spam is the posting of out-of-context links on websites, discussion forums, blog comments, 

guestbooks or any other online venue that displays user comments. Link spam is also known as 

comment spam, blog spam or wikispam. ... Around 2003, spammers began to attack open comments 

in blogs. 

What is page rank? 
PageRank is an algorithm used by Google Search to rank web pages in their search engine results. It is 

named after both the term "web page" and co-founder Larry Page. PageRank is a way of measuring 

the importance of website pages. 

Hubs and Authorities on the Internet 

In the same time that PageRank was being developed, Jon Kleinberg a professor in the Department 

of Computer Science at Cornell came up with his own solution to the Web Search problem. He 

developed an algorithm that made use of the link structure of the web in order to discover and rank 

pages relevant for a particular topic. HITS (hyperlink-induced topic search) is now part of 

the Ask search engine (www.Ask.com). 

One of the interesting points that he brought up was that the human perspective on how a search 

process should go is more complex than just compare a list of query words against a list of 

documents and return the matches. Suppose we want to buy a car and type in a general query 

phrase like "the best automobile makers in the last 4 years", perhaps with the intention to get back a 

list of top car brands and their official web sites. When you ask this question to your friends, you 

https://whatis.techtarget.com/definition/link-spam#:~:text=Link%20spam%20is%20the%20posting,spam%2C%20blog%20spam%20or%20wikispam.&text=Around%202003%2C%20spammers%20began%20to%20attack%20open%20comments%20in%20blogs.
https://whatis.techtarget.com/definition/link-spam#:~:text=Link%20spam%20is%20the%20posting,spam%2C%20blog%20spam%20or%20wikispam.&text=Around%202003%2C%20spammers%20began%20to%20attack%20open%20comments%20in%20blogs.
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expect them to be able to understand that automobile means car, vehicle, and that automobile is a 

general concept that includes vans, trucks, and other type of cars. When you ask this question to a 

computer that is running a text based ranking algorithm, things might be very different. That 

computer will count all occurrences of the given words in a given set of documents, but will not do 

intelligent rephrasing for you.  

The list of top pages we get back, while algorithmically correct, might be very different than what 

expected. One problem is that most official web sites are not enough self descriptive. They might not 

advertise themselves the way general public perceives them. Top companies like Hunday, Toyota, 

might not even use the terms "automobile makers" on their web sites. They might use the term "car 

manufacturer" instead, or just describe their products and their business. 

What is to be done in this case? It would be of course great if computers could have a dictionary or 

ontology, such that for any query, they could figure out sinonimes, equivalent meanings of phrases. 

This might improve the quality of search, nevertheless, in the end, we would still have a text based 

ranking system for the web pages.  

We would still be left with the initial problem of sorting the huge number of pages that are 

relevant to the different meanings of the query phrase. We can easily convince ourselves that this is 

the case. Just remember one of our first examples, about a page that repeats the phrase "automobile 

makers = cars manufacturers = vehicle designers" a billion times. This web page would be the first 

one displayed by the query engine. Nevertheless, this page contains practically no usable 

information. 

The conclusion is that even if trying to find pages that contain the query words should be the 

starting point, a different ranking system is needed in order to find those pages that 

are authoritative for a given query. Page i is called an authority for the query "automobile makers" if 

it contains valuable information on the subject. Official web sites of car manufacturers, such as 

www.bmw.com, HyundaiUSA.com, www.mercedes-benz.com would be authorities for this search. 

Commercial web sites selling cars might be authorities on the subject as well. These are the ones 

truly relevant to the given query.  

These are the ones that the user expects back from the query engine. However, there is a second 

category of pages relevant to the process of finding the authoritative pages, called hubs. Their role is 

to advertise the authoritative pages. They contain useful links towards the authoritative pages. In 

other words, hubs point the search engine in the "right direction". In real life, when you buy a car, 

you are more inclined to purchase it from a certain dealer that your friend recommends. Following 
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the analogy, the authority in this case would be the car dealer, and the hub would be your friend. 

You trust your friend, therefore you trust what your friend recommends. In the world wide web, 

hubs for our query about automobiles might be pages that contain rankings of the cars, blogs where 

people discuss about the cars that they purchased, and so on. 

 

Jon Kleinberg's algorithm called HITS identifies good authorities and hubs for a topic by assigning 

two numbers to a page: an authority and a hub weight. These weights are defined recursively. A 

higher authority weight occurs if the page is pointed to by pages with high hub weights. A higher hub 

weight occurs if the page points to many pages with high authority weights. 
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UNIT IV MAPREDUCE AND THE NEW SOFTWARE STACK 

MapReduce – Algorithms 

 

1. Traditional Enterprise Systems is a centralized server. This system is used to store and 

process data.  

2. it is  not suitable to process measureless volumes of scalable data . 

3. The centralized system creates too much of a bottleneck while processing multiple files 

simultaneously.  

 

 

 
 USER 

Fig 4.1 Traditional System 

4. Google solved this kind of bottleneck issue using specific algorithm called Map Reduce. 

Map Reduce divides a task into small parts and assigns theses task to many computers.  

5. After task completed the results are collected at one place and integrated to form the 

result dataset  

 

 
Fig 4.2:Physical structure 

 

CENTRALIZED SYSTEM 
RELATIONAL 

DATABASE 

 

CENTRALIZED 

SYSTEM 



 

SCSVMV-ECE-EVEN SEMESTER -2021-22-COURSE MATERIAL –BIG DATA ANALYTICS 

 

56 PREPARED BY DR.S.GOKULAKRISHNAN AP/CSE SCSVMV 

 

 

6. A Map Reduce computation executes as follows:  

 Some number of Map tasks each is given one or more chunks from a distributed file system. 

These Map tasks turn the chunk into a sequence of key-value pairs. The way key-value pairs 

are produced from the input data is determined by the code written by the user for the Map 

function 

 The key-value pairs from each Map task are collected by a master controller and sorted by 

key. The keys are divided among all the Reduce tasks, so all key-value pairs with the same key 

wind up at the same Reduce task.  

 The Reduce tasks work on one key at a time, and combine all the values associated with that 

key in some way. The manner of combination of values is determined by the code written by 

the user for the Reduce function 

 
  

Fig4.3:Schematic Map Reduce Computation 

 

1. The Map Task  

 View input files for a Map task as consisting of elements, that element can be any type: a 

tuple or a document. 

 A chunk is a collection of elements, and no element is stored across two chunks 

 Technically, all inputs to Map tasks and outputs from Reduce tasks are of the key-value-pair 

form, but normally the keys of input elements are not relevant and we shall tend to ignore 

them 
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 Insisting on this form for inputs and outputs is motivated by the desire to allow composition 

of several Map Reduce processes 

 The Map function takes an input element as its argument and produces zero or more key-

value pairs 

 The types of keys and values are each arbitrary.  

 Further, keys are not “keys” in the usual sense; they do not have to be unique 

 Rather a Map task can produce several key-value pairs with the same key, even from the 

same element 

 

2.Grouping by Key  

 after map task complete successfully, the key-value pairs are grouped by key, and the values 

associated with each key are formed into a list of values 

 The grouping is performed by the system, regardless of what the Map and Reduce tasks do. 

 The master controller process knows how many Reduce tasks there will be, say r such tasks. 

 The user typically tells the Map Reduce system what r should be 

 Then the master controller picks a hash function that applies to keys and produces a bucket 

number from 0 to  

r − 1.  

 Each key that is output by a Map task is hashed and its key-value pair is put in one of r local 

files. Each file is destined for one of the Reduce tasks 1 

 To perform the grouping by key and distribution to the Reduce tasks, the master controller 

merges the files from each Map task that are destined for a particular Reduce task and feeds 

the merged file to that process as a sequence of key-list-of-value pairs 

 That is, for each key k, the input to the Reduce task that handles key k is a pair of the form (k, 

[v1, v2, . . . , vn]), where (k, v1), (k, v2), . . . , (k, vn) are all the key-value pairs with key k 

coming from all the Map tasks.  

 

3.The Reduce Task  

 The Reduce function’s argument is a pair consisting of a key and its list of associated values. 

 The output of the Reduce function is a sequence of zero or more key-value pairs.  

 These key-value pairs can be of a type different from those sent from Map tasks to Reduce 

tasks, but often they are the same type 

 We shall refer to the application of the Reduce function to a single key and its associated list 

of values as a reducer. A Reduce task receives one or more keys and their associated value 

lists. 
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 That is, a Reduce task executes one or more reducers. The outputs from all the Reduce tasks 

are merged into a single file. 

 Reducers may be partitioned among a smaller number of Reduce tasks is by hashing the keys 

and associating each Reduce task with one of the buckets of the hash function.  

 The Reduce function simply adds up all the values. The output of a reducer consists of the 

word and the sum. Thus, the output of all the Reduce tasks is a sequence of (w, m) pairs, 

where w is a word that appears at least once among all the input documents and m is the 

total number of occurrences of w among all those documents. 

 

4.Combiners 

 A Reduce function is associative and commutative. That is, the values to be combined can be 

combined in any order, with the same result 

 The addition performed in Example 1 is an example of an associative and commutative 

operation. It doesn’t matter how we group a list of numbers v1, v2, . . . , vn; the sum will be 

the same.  

 When the Reduce function is associative and commutative, we can push some of what the 

reducers do to the Map tasks. 

 These key-value pairs would thus be replaced by one pair with key w and value equal to the 

sum of all the 1’s in all those pairs  

 The pairs with key w generated by a single Map task would be replaced by a pair (w, m), 

where m is the number of times that w appears among the documents handled by this Map task.  

 

5.Details of MapReduce task  

The MapReduce algorithm contains two important tasks, namely Map and Reduce.  

 

 The Map task takes a set of data and converts it into another set of data, where individual 

elements are broken down into tuples (key-value pairs).  

 The Reduce task takes the output from the Map as an input and combines those data tuples 

(key-value pairs) into a smaller set of tuples 

 The reduce task is always performed after the map job  
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 Fig 4.4:Overview of the execution of a Map Reduce program 

REDUCER JOB 

 Input Phase − Here we have a Record Reader that translates each record in an input file and 

sends the parsed data to the mapper in the form of key-value pairs. 

 Map − Map is a user-defined function, which takes a series of key-value pairs and processes 

each one of them to generate zero or more key-value pairs. 

 Intermediate Keys − They key-value pairs generated by the mapper are known as 

intermediate keys. 

 Combiner − A combiner is a type of local Reducer that groups similar data from the map 

phase into identifiable sets. It takes the intermediate keys from the mapper as input and 

applies a user-defined code to aggregate the values in a small scope of one mapper. It is not 

a part of the main MapReduce algorithm; it is optional 
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    Fig 4.5 Reducer job 

 Shuffle and Sort − The Reducer task starts with the Shuffle and Sort step. It downloads the 

grouped key-value pairs onto the local machine, where the Reducer is running. The 

individual key-value pairs are sorted by key into a larger data list. The data list groups the 

equivalent keys together so that their values can be iterated easily in the Reducer task. 

 Reducer − The Reducer takes the grouped key-value paired data as input and runs a Reducer 

function on each one of them. Here, the data can be aggregated, filtered, and combined in a 

number of ways, and it requires a wide range of processing. Once the execution is over, it 

gives zero or more key-value pairs to the final step. 

 Output Phase − In the output phase, we have an output formatter that translates the final 

key-value pairs from the Reducer function and writes them onto a file using a record writer 
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A Word Count Example of MapReduce 

 

Fig4.6:Word count Example 

 First, we divide the input into three splits. This will distribute the work among all the map 

nodes. 

 Then, we tokenize the words in each of the mappers and give a hardcoded value (1) to each 

of the tokens or words. The rationale behind giving a hardcoded value equal to 1 is that every 

word, in itself, will occur once. 

 Now, a list of key-value pair will be created where the key is nothing but the individual words 

and value is one. So, for the first line (Raji,Dass,Rohan) we have 3 key-value pairs – Raji, 1; 

Dass, 1; Rohan, 1. The mapping process remains the same on all the nodes. 

 After the mapper phase, a partition process takes place where sorting and shuffling happen 

so that all the tuples with the same key are sent to the corresponding reducer. 

 So, after the sorting and shuffling phase, each reducer will have a unique key and a list of 

values corresponding to that very key. For example, Raji, [1,1,1,1]; Dass, [1,1,1].., etc.  

 Now, each Reducer counts the values which are present in that list of values. As shown in the 

figure, reducer gets a list of values which is [1,1] for the key Raji. Then, it counts the number 

of ones in the very list and gives the final output as – Raji, 4. 

 Finally, all the output key/value pairs are then collected and written in the output file. 

MapReduce-Example  

Twitter receives around 500 million tweets per day, which is nearly 3000 tweets per second. 

The following illustration shows how Tweeter manages its tweets with the help of MapReduce 
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 Tokenize − Tokenizes the tweets into maps of tokens and writes them as key-value pairs.  

 Filter − Filters unwanted words from the maps of tokens and writes the filtered maps as key-

value pairs.  

 Count − Generates a token counter per word.  

 Aggregate Counters − Prepares an aggregate of similar counter values into small manageable 

units  

 

MapReduce – Algorithm 

The MapReduce algorithm contains two important tasks, namely Map and Reduce.  

 The map task is done by means of Mapper Class  

 Mapper class takes the input, tokenizes it, maps and sorts it. The output of Mapper class is 

used as input by Reducer class, which in turn searches matching pairs and reduces them.  

 The reduce task is done by means of Reducer Class.  

 

 Map Reduce implements various mathematical algorithms to divide a task into small parts 

and assign them to multiple systems. In technical terms, MapReduce algorithm helps in 

sending the Map & Reduce tasks to appropriate servers in a cluster 
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Sorting 

Sorting is one of the basic MapReduce algorithms to process and analyze data. MapReduce 

implements sorting algorithm to automatically sort the output key-value pairs from the mapper by 

their keys. 

 Sorting methods are implemented in the mapper class itself. 

 In the Shuffle and Sort phase, after tokenizing the values in the mapper class, 

the Context class (user-defined class) collects the matching valued keys as a collection. 

 To collect similar key-value pairs (intermediate keys), the Mapper class takes the help 

of RawComparator class to sort the key-value pairs. 

 The set of intermediate key-value pairs for a given Reducer is automatically sorted by Hadoop 

to form key-values (K2, {V2, V2, …}) before they are presented to the Reducer. 

Searching 

Searching plays an important role in MapReduce algorithm. It helps in the combiner phase 

(optional) and in the Reducer phase. Let us try to understand how Searching works with the help of 

an example. 

Example 

The following example shows how MapReduce employs Searching algorithm to find out the 

details of the employee who draws the highest salary in a given employee dataset. 

 Let us assume we have employee data in four different files − A, B, C, and D. Let us also 

assume there are duplicate employee records in all four files because of importing the 

employee data from all database tables repeatedly. See the following illustration. 

 

name,salary 

raji 50000 

rani 30000  

name,salary 

ani  45000 

susi 25000  

name,salary 

pavi  40000 

nali 15000 

name,salary 

kavi  35000 

sumi

 24000
 name,salary 

kavi  35000 

sumi 24000 
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 The Map phase processes each input file and provides the employee data in key-value pairs 

(<k, v> : <emp name, salary>). See the following illustration. 

 

 

 

 

 The combiner phase (searching technique) will accept the input from the Map phase as a 

key-value pair with employee name and salary. Using searching technique, the combiner will 

check all the employee salary to find the highest salaried employee in each file. 

< k: employee name, v: salary> 

Max =the salary of an first employee. Treated as max salary 

if(v(second employee).salary > Max){ 

   Max = v(salary); 

} 

else 

{Continue checking;} 

output:<raji 50000>  <ani  45000>  <pavi  40000> 

 <kavi  35000> 

 Reducer phase − Form each file, you will find the highest salaried employee. To avoid 

redundancy, check all the <k, v> pairs and eliminate duplicate entries, if any. The same 

algorithm is used in between the four <k, v> pairs, which are coming from four input files. 

The final output should be as follows −<raji 50000>  

Indexing 

Normally indexing is used to point to a particular data and its address. It performs batch 

indexing on the input files for a particular Mapper. 

The indexing technique that is normally used in MapReduce is known as inverted 

index. Search engines like Google and Bing use inverted indexing technique. Let us try to understand 

how Indexing works with the help of a simple example. 

name,salary 

<kavi  35000> 

<sumi

 24000>

 name,salary 

kavi  35000 

sumi 24000 

4000 

name,salary 

<raji 50000> 

<rani 30000>  

name,salary 

<ani  45000> 

<susi 25000>  

name,salary 

<pavi  40000> 

<nali 15000> 
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Example 

The following text is the input for inverted indexing. Here T[0], T[1], and t[2] are the file 

names and their content are in double quotes. 

 T[0] = "how are you" 

 T[1] = "you are clever" 

 T[2] = "how old are you" 

After applying the Indexing algorithm, we get the following output – 

 “how”:{0,2} 

 “are”:{0,1,2} 

 “you”:{0,1,2} 

 “clever”:{1} 

 “old”:{2} 

 "a": {2} 

 "banana": {2} 

 "is": {0, 1, 2} 

 "it": {0, 1, 2} 

 "what": {0, 1} 

Here "old": {2} implies the term "old" appears in the T[2] file. Similarly, "you": {0, 1, 2} implies the 

term "you" appears in the files T[0], T[1], and T[2]. 

TF-IDF 

TF-IDF is a text processing algorithm which is short for Term Frequency − Inverse Document 

Frequency. It is one of the common web analysis algorithms. Here, the term 'frequency' refers to 

the number of times a term appears in a document. 

Term Frequency (TF) 

It measures how frequently a particular term occurs in a document. It is calculated by the number of 

times a word appears in a document divided by the total number of words in that document. 

TF(the) = (Number of times term the ‘the’ appears in a document) / (Total number of terms in the 

document) 
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Inverse Document Frequency (IDF) 

It measures the importance of a term. It is calculated by the number of documents in the text 

database divided by the number of documents where a specific term appears. 

While computing TF, all the terms are considered equally important. That means, TF counts the 

term frequency for normal words like “is”, “a”, “what”, etc. Thus we need to know the frequent 

terms while scaling up the rare ones, by computing the following − 

IDF(the) = log_e(Total number of documents / Number of documents with term ‘the’ in it). 

The algorithm is explained below with the help of a small example. 

Example 

Consider a document containing 2000 words, wherein the word raj appears 100 times. The TF 

for raj is then (100 / 2000) = 0.05. 

Now, assume we have 10 million documents and the word raj appears in 1000 of these. Then, the 

IDF is calculated as log(10,000,000 / 1,000) = 4. 

The TF-IDF weight is the product of these quantities − 0.05 × 4 = 0.20. 
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UNIT V BIG DATA FROM THE TECHNOLOGY PERSPECTIVE 

 

Pig : 

 It is a procedural language platform used to develop a script for Map Reduce operatios. 

 Pig is used for the analysis of a large amount of data.  

 It is abstract over Map Reduce.  

 Pig is used to perform all kinds of data manipulation operations in Hadoop.  

 It provides the Pig-Latin language to write the code that contains many inbuilt functions like 

join, filter, etc.  

 The two parts of the Apache Pig are Pig-Latin and Pig-Engine.  

 Pig Engine is used to convert all these scripts into a specific map and reduce tasks.  

 Pig abstraction is at a higher level. It contains less line of code as compared to Map Reduce. 

Need of Pig:  

 The development cycle is very long is only limitation of Map Reduce.  

 Writing the reducer and mapper, compiling packaging the code, submitting the job and 

retrieving the output is a time-consuming task.  

 Apache Pig reduces the time of development using the multi-query approach. Also, Pig is 

beneficial for the programmers who are not from Java background. 200 lines of Java code 

can be written in only 10 lines using the Pig Latin language. Programmers who have SQL 

knowledge needed less effort to learn Pig Latin.  

Evolution of Pig:  

 Earlier in 2006, Apache Pig was developed by Yahoo’s researchers.  

 At that time, the main idea to develop Pig was to execute the MapReduce jobs on extremely 

large datasets.  

 In the year 2007, it moved to Apache Software Foundation(ASF) which makes it an open 

source project. The first version(0.1) of Pig came in the year 2008. The latest version of 

Apache Pig is 0.18 which came in the year 2017 

 

 

 

 

https://www.geeksforgeeks.org/introduction-to-apache-pig/
https://www.geeksforgeeks.org/java/
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Features of Pig 

Apache Pig comes with the following features − 

 Rich set of operators or in built operators− It provides many operators to perform 

operations like join, sort, filer, etc. 

 Ease of programming − Pig Latin is similar to SQL and it is easy to write a Pig script if you are 

good at SQL. Writing complex java programs for maps reduce is quite tough for non-

programmers. Pig makes this process easy. In the Pig, the queries are converted to Map 

Reduce internally 

 Optimization opportunities − The tasks in Apache Pig optimize their execution automatically, 

so the programmers need to focus only on semantics of the language .It is how tasks are 

encoded permits the system to optimize their execution automatically, allowing the user to 

focus on semantics rather than efficiency. 

 Extensibility − Using the existing operators, users can develop their own functions to read, 

process, and write data. A user-defined function is written in which the user can write their 

logic to execute over the data set. 

 UDF’s − Pig provides the facility to create User-defined Functions in other programming 

languages such as Java and invoke or embed them in Pig Scripts. 

 Handles all kinds of data − Apache Pig analyzes all kinds of data, both structured as well as 

unstructured. It stores the results in HDFS. 

Advantages of Apache Pig 

 Less code - The Pig consumes less line of code to perform any operation. 

 Reusability - The Pig code is flexible enough to reuse again. 

 Nested data types - The Pig provides a useful concept of nested data types like tuple, bag, 

and map 

 

Applications of Apache Pig:   

 For exploring large datasets Pig Scripting is used. 

 Provides the supports across large data-sets for Ad-hoc queries. 

 In the prototyping of large data-sets processing algorithms. 

 Required to process the time sensitive data loads. 

 For collecting large amounts of datasets in form of search logs and web crawls. 

 Used where the analytical insights are needed using the sampling. 
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Hive – Introduction 

The term ‘Big Data’ is used for collections of large datasets that include huge volume, high 

velocity, and a variety of data that is increasing day by day. Using traditional data management 

systems, it is difficult to process Big Data. Therefore, the Apache Software Foundation introduced a 

framework called Hadoop to solve Big Data management and processing challenges. 

Hadoop 

Hadoop is an open-source framework to store and process Big Data in a distributed environment. It 

contains two modules; one is MapReduce and another is Hadoop Distributed File System (HDFS). 

 MapReduce: It is a parallel programming model for processing large amounts of structured, 

semi-structured, and unstructured data on large clusters of commodity hardware. 

 HDFS: Hadoop Distributed File System is a part of Hadoop framework, used to store and 

process the datasets. It provides a fault-tolerant file system to run on commodity hardware. 

The Hadoop ecosystem contains different sub-projects (tools) such as Sqoop, Pig, and Hive that are 

used to help Hadoop modules. 

 Sqoop: It is used to import and export data to and from between HDFS and RDBMS. 

 Pig: It is a procedural language platform used to develop a script for MapReduce operations. 

 Hive: It is a platform used to develop SQL type scripts to do MapReduce operations. 

Note: There are various ways to execute MapReduce operations: 

 The traditional approach using Java MapReduce program for structured, semi-structured, and 

unstructured data. 

 The scripting approach for MapReduce to process structured and semi structured data using 

Pig. 

 The Hive Query Language (HiveQL or HQL) for MapReduce to process structured data using 

Hive. 

What is Hive 

Hive is a data warehouse infrastructure tool to process structured data in Hadoop. It resides 

on top of Hadoop to summarize Big Data, and makes querying and analyzing easy. 

 

Initially Hive was developed by Facebook, later the Apache Software Foundation took it up 

and developed it further as an open source under the name Apache Hive. It is used by different 

companies. For example, Amazon uses it in Amazon Elastic MapReduce. 
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Hive is not 

 A relational database 

 A design for On-line Transaction Processing (OLTP) 

 A language for real-time queries and row-level updates 

Features of Hive 

 It stores schema in a database and processed data into HDFS. 

 It is designed for OLAP. 

 It provides SQL type language for querying called HiveQL or HQL. 

 It is familiar, fast, scalable, and extensible. 

Architecture of Hive 

The following component diagram depicts the architecture of Hive: 
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This component diagram contains different units. The following table describes each unit: 

Unit Name Operation 

User Interface Hive is a data warehouse infrastructure software that can create 

interaction between user and HDFS. The user interfaces that Hive supports 

are Hive Web UI, Hive command line, and Hive HD Insight (In Windows 

server). 

Meta Store Hive chooses respective database servers to store the schema or 

Metadata of tables, databases, columns in a table, their data types, and 

HDFS mapping. 

HiveQL Process Engine HiveQL is similar to SQL for querying on schema info on the Metastore. It 

is one of the replacements of traditional approach for MapReduce 

program. Instead of writing MapReduce program in Java, we can write a 

query for MapReduce job and process it. 

Execution Engine The conjunction part of HiveQL process Engine and MapReduce is Hive 

Execution Engine. Execution engine processes the query and generates 

results as same as MapReduce results. It uses the flavor of MapReduce. 

HDFS or HBASE Hadoop distributed file system or HBASE are the data storage techniques 

to store data into file system. 
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Working of Hive 

The following diagram depicts the workflow between Hive and Hadoop. 

 

  HIVE       HADOOP   

   

 

 

HBase – Architecture 

In HBase, tables are split into regions and are served by the region servers. Regions are 

vertically divided by column families into “Stores”. Stores are saved as files in HDFS. Shown below is 

the architecture of HBase. 

Note: The term ‘store’ is used for regions to explain the storage structure. 
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HBase has three major components: the client library, a master server, and region servers. 

Region servers can be added or removed as per requirement. 

MasterServer 

The master server - 

 Assigns regions to the region servers and takes the help of Apache ZooKeeper for this task. 

 Handles load balancing of the regions across region servers. It unloads the busy servers and 

shifts the regions to less occupied servers. 

 Maintains the state of the cluster by negotiating the load balancing. 

 Is responsible for schema changes and other metadata operations such as creation of tables 

and column families. 

Regions 

Regions are nothing but tables that are split up and spread across the region servers. 

Region server 

The region servers have regions that - 

 Communicate with the client and handle data-related operations. 

 Handle read and write requests for all the regions under it. 

 Decide the size of the region by following the region size thresholds. 

When we take a deeper look into the region server, it contain regions and stores as shown below: 
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The store contains memory store and HFiles. Memstore is just like a cache memory. Anything 

that is entered into the HBase is stored here initially. Later, the data is transferred and saved in 

Hfiles as blocks and the memstore is flushed. 

 

Zookeeper 

 Zookeeper is an open-source project that provides services like maintaining configuration 

information, naming, providing distributed synchronization, etc. 

 Zookeeper has ephemeral nodes representing different region servers. Master servers use 

these nodes to discover available servers. 

 In addition to availability, the nodes are also used to track server failures or network 

partitions. 

 Clients communicate with region servers via zookeeper. 

 In pseudo and standalone modes, HBase itself will take care of zookeeper. 

Before going deep into the working of ZooKeeper, let us take a look at the fundamental concepts 

of ZooKeeper. We will discuss the following topics in this chapter − 

 Architecture 

 Hierarchical namespace 

 Session 

 Watches 

Architecture of ZooKeeper 

Take a look at the following diagram. It depicts the “Client-Server Architecture” of ZooKeeper. 
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Hadoop 

An open- source software programming frame used for storing large quantum of data and to perform 

calculation is called as Hadoop. Its frame is grounded on Java programming with C as some native law 

and also, shell scripts.  

 A bunch of tools together form Hadoop, it precisely comprises numerous factors. Two core factors of 

Hadoop are HDFS and MapReduce  

 HDFS (Hadoop Distributed Train System) It generally makes our job easy to store a whole lot of data 

on commodity tackle, and it’s erected to overcome tackle failures. It's to deal with large lines & batch 

inserts.  

 MapReduce It's used for resemblant processing in such a way that Hadoop becomes a software 

platform that lets every stoner to write fluently and run operations which reuse big data.  

What is Hadoop? 

• Hadoop is not Bigdata 

• Hadoop is not a database  

• Hadoop is a platform/framework  

Hadoop allows all it’s users to write and test distributed systems in a very quick and efficient manner 

which results in distributing the data automatically and makes the work across machines easy. 

 

                    

              

 

 

 

 

 

Reliable 

Scalable 

Flexible Economical Hadoop 

Features 
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History of Hadoop: 

Hadoop creator is Doug Cutting who also created the Apache Lucene(Text Search), it has it’s origin in 

Apache Nutch(Open source search Engine). 

Hadoop is a part of Apache Lucene Project. Actually, Apache Nutch started long back in 2002 in order 

to make a working crawler and also a search system.  

Nutch Architecture would not ever scale up to billions of pages on the internet. 

Few years ago, when it was 2003, Google published a Architecture named Google Distributed 

Filesystem (GFS). It solved the need of requiring storage space for the very large files composed of 

whole large amount of data generated being a part of the web crawl and also the indexing process.  

 

Apache Hadoop: 

       The Apache Hadoop is a software library which is also a framework that would allow the 

distributed processing of very big data sets across huge clusters of computers with the help of simple 

models in programming. 

It is designed in order to scale up from single servers to thousands of machines, with each offering 

local computation and storage.  

Rather than relying on hardware to deliver high-availability solutions, the library itself is designed to 

detect and handle application layer’s failures, finally to deliver a highly-available service on top of a 

cluster of computers, each of which may be prone to failures. 

Advantages of HDFS: 

It is nor expensive, not mutable in nature, data is stored reliably, has fault-tolerance ability, can be 

scaled, structured as a block, can process a large amount of data simultaneously and many more. 

Disadvantages of HDFS: 

It’s the biggest disadvantage that it is not fit to work with small quantities of data. Also, it has 

potential stability related issues, it’s also restrictive and not smooth in nature. 
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MapReduce: 

The processing fashion and a program model for working with distributed computing grounded on 

java. It’s algorithm contains two important factors, which can be nominated as Map and Reduce.  

 Chart would take a set of data and converts it into another set of data, where individual rudiments 

are broken down into tuples ( key/ value dyads). Secondly, reduce, takes the affair from a chart as an 

input and combines those data tuples into a lower set of tuples. As the sequence of the name 

MapReduce literally means, the reduce is always performed after the chart is completed.  

 Analysing Data with Unix tools  

 In order to understand how to work with Unix, data – Weather Dataset should be used.  

Weather detectors gather information in a harmonious way in multitudinous areas abreast the globe 

and assemble an enormous volume of information which is logged, it's a decent possibility to probe 

with MapReduce with clear idea that's needed to reuse every part of the information, which is fully 

record- acquainted and organized in a partial manner.  

 The information that has been used is principally uprooted from the National Climatic Data Centre, 

or NCDC. It's uprooted by exercising a line- arranged ASCII group, in which each line acts as a record. 

The association gets intrigued as a rich arrangement of all the meteorological factors, and large 

figures of which are optional or compose of variable information lengths. For being straight- forward, 

abecedarian factors to be centred, or for illustration, temperature, which is present in a constant way 

and are of fixed range.  

Tools used for Hadoop Analytics using Big Data: 

⮚ Apache Spark 

⮚ Map Reduce 

⮚ Apache Hive 

⮚ Apache Impala 

⮚ Apache Mahout 

⮚ Apache Pig 

⮚ HBase 

⮚ Apache Sqoop 

⮚ Tableau 

⮚ Apache Storm 
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Hadoop Streaming: 

The utility that comes with the Hadoop distribution is termed cognitively as Hadoop Streaming. The 

then mentioned utility enables you to create and run Map/Reduce jobs with any executable script as 

the mapper and/or the reducer. For example: 

$HADOOP_HOME/bin/hadoop  jar $HADOOP_HOME/hadoop-streaming.jar \ 

    -input myInputDirs \ 

    -output myOutputDir \ 

    -mapper /bin/cat \ 

    -reducer /bin/wc 

How Streaming Works: 

When an executable is specified for mappers, each mapper task will launch the executable as a 

separate process when the mapper is initialized. As the mapper task runs, it converts its inputs into 

lines and feed the lines to the stdin of the process. In the meantime, the mapper collects the line 

acquainted labors from the stdout of the process and converts each line into a key/ value brace, 

which is collected as the affair of the mapper.  

 

 When an executable is specified for reducers, each reducer task will launch the executable as a 

separate process also the reducer is initialized. As the reducer task runs, it converts its input key/ 

values couples into lines and feeds the lines to the stdin of the process. In the meantime, the reducer 

collects the line acquainted labors from the stdout of the process, converts each line into a key/ 

value brace, which is collected as the affair of the reducer.  

Hadoop Ecosystem: 

Hadoop Ecosystem is a platform or a suite which provides colorful services to break the big data 

problems. It includes Apache systems and colorful marketable tools and results. There are four major 

rudiments of Hadoop i.e. HDFS, MapReduce, YARN, and Hadoop Common. Utmost of the tools or 

results are used to condense or support these major rudiments. All these tools work inclusively to 

give services similar as immersion, analysis, storehouse and conservation of data etc.  

 

Following are the components that collectively form a Hadoop ecosystem: 
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⮚ HDFS: Hadoop Distributed File System 

⮚ YARN: Yet Another Resource Negotiator 

⮚ MapReduce: Programming based Data Processing 

⮚ Spark: In-Memory data processing 

⮚ PIG, HIVE: Query based processing of data services 

⮚ HBase: NoSQL Database 

⮚ Mahout, Spark MLLib: Machine Learning algorithm libraries 

⮚ Solar, Lucene: Searching and Indexing 

⮚ Zookeeper: Managing cluster 

IBM And Big Data  

 In the 1950s, John Hancock Mutual Life InsuranceCo. collected 600 Megabytes of commercial data. 

This was the largest quantum of commercial data collected till also. The company was one of the 

settlers of digitization. It collected and stored information of two million policy holders on a Univac 

computing system. During the 1960s, American Airlines developed a flight reservation system using 

IBM calculating systems and stored around 807 Megabytes of data. Federal Express, with its scanning 

and shadowing, collected 80 Gigabytes of data during the 1970s. In the 1980s, with its focus on 

assaying ATM deals,CitiCorp., gathered 450 Gigabytes of data.  

Using R for initial analysis of data 

R is a language used for statistical computations, data analysis and graphical representation of 

data. Created in the 1990s by Ross Ihaka and Robert Gentleman, R was designed as a statistical 

platform for data cleaning, analysis, and representation. 

Exploratory Data Analysis (EDA) consists of univariate (1-variable) and bivariate (2-variables) analysis. 

The steps for data analytics are: 

Step 1 – First approach to data (Number of observations: (rows) and variables, and a head of the first 

cases.) 

Step 2 – Analyzing categorical variables. (freq function runs for all factor or character variables 

automatically) 

Step 3 – Analyzing numerical variables (plot_num and profiling_num. Both run automatically for all 

numerical/integer variables) 

Step 4 – Analyzing numerical and categorical at the same time (describe from Hmisc package.) 


