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 OVERVIEW Agent definition – agent programming paradigms – 
Agents Vs objects – aglets – mobile agents – agent frame works – agent 
reasoning  

software agent  

It is a computer program that acts for a user or other program 
in a relationship of agency,  

seven types of agents: 

  ï Collaborative agents 
  ï Interface agents 
  ï Mobile agents 
  ï Information/Internet agents 
  ï Reactive agents 
  ï Hybrid agents 

 

Collaborative Agents 

collaborative agents emphasise autonomy and cooperation 
(with other agents) in order to perform tasks for their owners. They 
may learn, but this aspect is not typically a major emphasis of their 
operation. In order to have a coordinated set up of collaborative 
agents, they may have to negotiate in order to reach mutually 
acceptable agreements on some matters.  

 



 Interface Agents 

interface agents is that of a personal assistant who 
is collaborating with the user in the same work environment. Note 
the subtle emphasis and distinction between collaborating with the 
user and collaborating with other agents as is the case with 
collaborative agents.  

 

Mobile Agents 

Mobile agents are agents because they are autonomous and 
they cooperate, albeit differently to collaborative agents. For 
example, they may cooperate or communicate by one agent 
making the location of some of its internal objects and methods 
known to other agents. 

 

Information/Internet Agents 

Information agents have come about because of the sheer 
demand for tools to help us manage the explosive growth of 
information we are experiencing currently, and which we will 
continue to experience henceforth. Information agents perform the 
role of managing, manipulating or collating information from 
many distributed sources. 

Reactive Software Agents 

Reactive agents represent a special category of agents which 
do not possess internal, symbolic models of their environments; 



instead they act/respond in a stimulus-response manner to the 
present state of the environment in which they are embedded.  

Hybrid Agents 

hybrid agents refer to those whose constitution is a 
combination of two or more agent philosophies within a singular 
agent. These philosophies include a mobile philosophy, an 
interface agent philosophy, collaborative agent philosophy, etc. 

 

 

 

Agent-oriented programming 

Agent-oriented programming (AOP) is a programming 
paradigm where the construction of the software is centered on the 
concept of software agents. In contrast to object-oriented 
programming which has objects (providing methods with variable 
parameters) at its core, AOP has externally specified agents (with 
interfaces and messaging capabilities) at its core. They can be thought 
of as abstractions of objects. Exchanged messages are interpreted by 
receiving "agents", in a way specific to its class of agents. 

 



..agent-oriented programming (AOP), which can be viewed as a 
specialization of object-oriented programming. ... 

 
OOP AOP 

Basic unit object agent 

Parameters defining 
state of basic unit 

unconstrained 
beliefs, commitments, 
capabilities, choices, ... 

Process of 
computation 

message passing and 
response methods 

message passing and 
response methods 

Types of message unconstrained 
inform, request, offer, 
promise, decline, ... 

Constraints on 
methods 

none honesty, consistency, ... 

 

The basic attributes of an autonomous software agent are that agents 

 are not strictly invoked for a task, but activate themselves, 
 may reside in wait status on a host, 
 may get to run status on a host upon starting conditions, 
 do not require interaction of user, 
 may invoke other tasks including communication. 



 
Nwana's Category of Software Agent 

Distinguishing agents from programs 

All agents are programs, but not all programs are agents. Contrasting the 
term with related concepts may help clarify its meaning. Franklin & 
Graesser (1997)[4] discuss four key notions that distinguish agents from 
arbitrary programs: reaction to the environment, autonomy, goal-
orientation and persistence. 

Intuitive distinguishing agents from objects 

 Agents are more autonomous than objects.. 
 Agents have flexible behaviour: reactive,proactive, social. 
 Agents have at least one thread of control but may have more.  

Distinguishing agents from expert systems 

 Expert Systems are not coupled to their environment. 
 Expert systems are not designed for reactive, proactive behavior. 
 Expert systems do not consider social ability.  

Distinguishing intelligent software agents from intelligent agents in 
AI 

Intelligent agents  are not just computer programs: they may also be 
machines, human beings, communities of human beings or anything 
that is capable of goal-directed behavior 

Agents Vs objects 

 



Object: 

An object is a bundle of attributes and method calls. The basic idea 
behind object-oriented programming is simulation. A program should 
be written to simulate the states and activities of real world objects. 

 

An important concept of object-oriented programming is the concept 
of class. Class can thought as a cookie cutter, where it can create many 
different cookies with the same shape. For example, a mammal class 
can include many different objects such as people, lion, deer and cow. 

 

These characteristics represent a pure approach to object oriented 
programming: 

 Everything is an object. 
 A program is a bunch of objects telling each other what to do 

by sending messages. 
 A program is a bunch of objects telling each other what to do 

by sending messages. 
 All objects of a particular type can receive the same messages . 

 

 Agent: 

 
Agents are often described and entities with attributes considered 
useful in a particular domain, functions continuously and 
autonomously in a particular environment often inhabited by other 
agents and processes. Some people consider agents as “objects with 
altitudes”.Some people looks agents and objects as different things 
although they share many things in common.A list of common agent 
attributes is show below: 

 
 Adaptively 
 Autonomy: 
 Collaborative behavior: 
 Knowledge-level communication ability 



 Inferential capability 
 Temporal continuity 
 Personality 
 Adaptability 
 Mobility 

 
 

What are the similarities between agents and objects? 

 
1. Both accepts the principle of encapsulation and information hiding 
2. Both recognize the importance of interactions. 

 

1. Agents have control over their own behavior, whereas objects are 
totally obedient to one another and do not have autonomy over 
their choice of action. For an example, if a function call is made 
for an object’s method, the object does not have the choice not to 
process the function call. The method can be implemented in 
such a way that it does nothing in the case of a particular 
function, but it does not have the ability to reject the function call. 
Agents have control over their own behavior. 

2. Object-oriented approaches defines relationship by static 
inheritance hierarchies, where as agent-based approach 
defines a much more complex relationship between agents. 

3. Intelligent agents typically constitute a conceptually higher 
abstraction than objects. Agent-oriented programming can be 
thought as a specialization of object-oriented approach, with 
what kind of constraints on what kinds of state-defining 
parameters, message types and methods are appropriate. From 
this perspective, an agent is essentially an object with ‘altitude’. 

4. Agents are multiple and dynamic classification. In object-
oriented design, once an object is created. It can never change 
the class it belongs. Agents can be more flexible. For example, a 
particular agent can be a spouse, an employee, a customer and a 
landowner. 



5. Agents have the ability to learn. It can add or subtract 
features dynamically. 

6. Objects can be thought of as centrally organized, because an 
object's methods are invoked under the control of other 
components in the system. Agent-based environments can 
employ both centralized and decentralized processing. While 
agents can certainly support centralized systems, they can also 
provide us with the ultimate in distributed computing. 

 
aglet (agile applet) 
 

An aglet is a Java-based autonomous software agent. (For 
more information, see Bret Sommers's explanation of agents.) As 
used here, a software agent is a program that can halt itself, ship 
itself to another computer on the network, and continue execution 
at the new computer. 

Aglets is completely written in Java, thus allowing a high portability of 
both the agents and the platform. Aglets includes both a complete Java 
mobile agent platform, with a stand-alone server called Tahiti, and a 
library that allows developers to build mobile agents and to embed the 
Aglets technology in their applications. 

 

 
1) In computer technology, an aglet (or "agile applet") is a small 
application program or applet with the capability to serve as a 
mobile agent of services in a computer network. An aglet has these 
characteristics: 

 Object-passing capability. It is a complete program object with 
its own methods, data states, and travel itinerary that can send other 
aglets or pass itself along in a network as an entity. 



 Autonomous. An aglet has the ability to decide on its own what 
actions to take and where and when to go elsewhere. 

 Interaction with other program objects. It can interact locally 
with other aglets or stationary objects. When necessary, it can 
dispatch itself or other aglets to remote locations to interact with 
other objects there. 

 Disconnected operation. If a computer is currently disconnected 
from the network, the aglet can schedule itself to move when the 
computer is reconnected. 

 Parallel execution. Multiple aglets can be dispatched to run 
concurrently in different computers. 

An aglet is a class or template in the Java object-oriented 
Programming language and the mobile agent instances of its use are also 
called aglets. 

Relatively simple examples of aglets are applications in which one aglet 
can dispatch another to a remote computer to display a note or to search 
for information and send it back or to notify a user on another computer 
that a page had changed. Much more complicated applications are 
envisioned (or are waiting to be envisioned). 

The term apparently originated at IBM's research laboratory in Japan. 
IBM offers a free Aglets Workbench, which is a visual programming 
environment for creating aglets. IBM has also created an application 
program interface, the Agent Transfer Protocol (ATP), for transferring 
agents between networked computers. Both the Agent Transfer Protocol 
and the Workbench framework protocol have been offered to the Object 
Management Group (OMG), an industry standards body, as a proposal 
for a standard Mobile Agent Facility. IBM is offering the Workbench 
free to developers. 



2) An aglet is also the small plastic or fiber tube that binds the end of a 
shoelace (or similar cord) to prevent fraying and to allow the lace to be 
passed through an eyelet or other opening. 

Mobile agent 

 

A Mobile Agent, namely, is a type of software agent, with the feature 
of autonomy, social ability, learning, and most significantly, mobility. 

More specifically, a mobile agent is a process that can transport its state 
from one environment to another, with its data intact, and be capable of 
performing appropriately in the new environment. Mobile agents decide 
when and where to move. Movement is often evolved 
from RPC methods. Just as a user directs an Internet browser to "visit" a 
website (the browser merely downloads a copy of the site or one version 
of it in the case of dynamic web sites), similarly, a mobile agent 
accomplishes a move through data duplication. When a mobile agent 
decides to move, it saves its own state (process image), transports this 
saved state to the new host and resumes execution from the saved state. 

A mobile agent is a specific form of mobile code, within the field 
of code mobility. However, in contrast to the Remote 
evaluation and Code on demand programming paradigms, mobile agents 
are active in that they can choose to migrate between computers at any 
time during their execution. This makes them a powerful tool for 
implementing distributed applications in a computer network. 

 

Some advantages which mobile agents have over conventional agents 
are: 

 Computation bundles - converts computational client/server round 
trips to relocatable data bundles, reducing network load. 

 Parallel processing -asynchronous execution on 
multiple heterogeneous network hosts 



 Dynamic adaptation - actions are dependent on the state of the host 
environment 

 Tolerant to network faults - able to operate without an active 
connection between client and server 

 Flexible maintenance - to change an agent's actions, only the 
source (rather than the computation hosts) must be updated 

 Bandwidth conversion which is conversion the bandwidth one host 
to another host. 

 Reduces compilation time. 

One particular advantage for remote deployment of software includes 
increased portability thereby making system requirements less 
influential. 

Agent  framework and reasoning. 

 

An architecture was needed for the agents working within 

the Mass environment which effectively isolated the agent-dependent 

behavior logic from the underlying support code which would be 

common to all of the agents in the simulation. One goal of the 

framework was therefore to allow an agent's behavioral logic to perform 

without the knowledge that it was operating under simulated conditions, 

e.g. a problem solving component in a simulated agent would be the 

same as in a real agent of the same type. The framework also needed to 

be flexible and extensible, and yet maintain separation between mutually 

dependent functional areas to the extent that one could be replaced 

without modifying the other. To satisfy these requirements, a 

component-based design, the Java Agent Framework (JAF), was created. 

Component based architectures are a relatively new arrival in the field of 

software engineering which build upon the notion of object-oriented 



design. They attempt to effectively encapsulate the functionality of an 

object while respecting interface conventions, thereby enabling the 

creation of stand alone applications by simply plugging together groups 

of components. This paradigm is ideal for our agent framework, because 

it permits the creation of a number of common-use components, which 

other agent-dependent components can easily make use of. 

JAF is based on Java  Beans component model architecture. Java Beans 

supplies JAF with a set of design conventions, which provides behavior 

and naming specifications that every component must adhere to. 

Specifically, the Java Beans API gives JAF a set of method naming and 

functional conventions which allow both application construction tools 

and other beans to easily manipulate a component's state and make use 

of its functionality. JAF also makes heavy use of Java Bean's notion of 

event streams, which permit dynamic interconnections to form between 

stream generating and subscribing components. 

JAF builds upon the Java Beans model by supplying a number of 

facilities designed to make component development and agent 

construction simpler and more consistent. Mechanisms are provided to 

specify and resolve both data and inter-component dependencies. These 

methods allow a component, for instance, to specify that it can make use 

of a certain kind of data if it is available, or find and make use of other 

components in the agent. More structure has also been added to the 

execution of components by breaking runtime into distinct intervals (e.g. 

initialization, execution, etc.) with associated behavioral conventions 

during these intervals. 

 



An agent is anything that can perceive its environment 
through sensors and acts upon that environment through effectors. 

 A human agent has sensory organs such as eyes, ears, nose, 
tongue and skin parallel to the sensors, and other organs such as 
hands, legs, mouth, for effectors. 

 A robotic agent replaces cameras and infrared range finders for 
the sensors, and various motors and actuators for effectors. 

 A software agent has encoded bit strings as its programs and 
actions. 

 

Agent Terminology 

 Performance Measure of Agent − It is the criteria, which 
determines how successful an agent is. 

 Behavior of Agent − It is the action that agent performs after any 
given sequence of percepts. 

 Percept − It is agent’s perceptual inputs at a given instance. 

 Percept Sequence − It is the history of all that an agent has 
perceived till date. 

 Agent Function − It is a map from the precept sequence to an 
action. 



Rationality 

Rationality is nothing but status of being reasonable, sensible, and 
having good sense of judgment. 

Rationality is concerned with expected actions and results depending 
upon what the agent has perceived. Performing actions with the aim of 
obtaining useful information is an important part of rationality. 

What is Ideal Rational Agent? 

An ideal rational agent is the one, which is capable of doing expected 
actions to maximize its performance measure, on the basis of − 

 Its percept sequence 
 Its built-in knowledge base 

Rationality of an agent depends on the following − 

 The performance measures, which determine the degree of 
success. 

 Agent’s Percept Sequence till now. 

 The agent’s prior knowledge about the environment. 

 The actions that the agent can carry out. 

A rational agent always performs right action, where the right action 
means the action that causes the agent to be most successful in the 
given percept sequence. The problem the agent solves is characterized 
by Performance Measure, Environment, Actuators, and Sensors 
(PEAS). 

The Structure of Intelligent Agents 

Agent’s structure can be viewed as − 

 Agent = Architecture + Agent Program 
 Architecture = the machinery that an agent executes on. 



 Agent Program = an implementation of an agent function. 

Simple Reflex Agents 

 They choose actions only based on the current percept. 
 They are rational only if a correct decision is made only on the 

basis of current precept. 
 Their environment is completely observable. 

Condition-Action Rule − It is a rule that maps a state (condition) to an 
action. 

 

Model Based Reflex Agents 

They use a model of the world to choose their actions. They maintain an 
internal state. 

Model − knowledge about “how the things happen in the world”. 

Internal State − It is a representation of unobserved aspects of current 
state depending on percept history. 

Updating the state requires the information about − 



 How the world evolves. 
 How the agent’s actions affect the world. 

 

Goal Based Agents 

They choose their actions in order to achieve goals. Goal-based 
approach is more flexible than reflex agent since the knowledge 
supporting a decision is explicitly modeled, thereby allowing for 
modifications. 

Goal − It is the description of desirable situations. 



 

Utility Based Agents 

They choose actions based on a preference (utility) for each state. 

Goals are inadequate when − 

 There are conflicting goals, out of which only few can be 
achieved. 

 Goals have some uncertainty of being achieved and you need to 
weigh likelihood of success against the importance of a goal. 



 

The Nature of Environments 

Some programs operate in the entirely artificial environment confined 
to keyboard input, database, computer file systems and character output 
on a screen. 

In contrast, some software agents (software robots or softbots) exist in 
rich, unlimited softbots domains. The simulator has a very detailed, 
complex environment. The software agent needs to choose from a long 
array of actions in real time. A softbot designed to scan the online 
preferences of the customer and show interesting items to the customer 
works in the real as well as an artificial environment. 

The most famous artificial environment is the Turing Test 
environment, in which one real and other artificial agents are tested on 
equal ground. This is a very challenging environment as it is highly 
difficult for a software agent to perform as well as a human. 

Turing Test 

The success of an intelligent behavior of a system can be measured with 
Turing Test. 



Two persons and a machine to be evaluated participate in the test. Out 
of the two persons, one plays the role of the tester. Each of them sits in 
different rooms. The tester is unaware of who is machine and who is a 
human. He interrogates the questions by typing and sending them to 
both intelligences, to which he receives typed responses. 

This test aims at fooling the tester. If the tester fails to determine 
machine’s response from the human response, then the machine is said 
to be intelligent. 

Properties of Environment 

The environment has multifold properties − 

 Discrete / Continuous − If there are a limited number of distinct, 
clearly defined, states of the environment, the environment is 
discrete (For example, chess); otherwise it is continuous (For 
example, driving). 

 Observable / Partially Observable − If it is possible to determine 
the complete state of the environment at each time point from the 
percepts it is observable; otherwise it is only partially observable. 

 Static / Dynamic − If the environment does not change while an 
agent is acting, then it is static; otherwise it is dynamic. 

 Single agent / Multiple agents − The environment may contain 
other agents which may be of the same or different kind as that of 
the agent. 

 Accessible / Inaccessible − If the agent’s sensory apparatus can 
have access to the complete state of the environment, then the 
environment is accessible to that agent. 

 Deterministic / Non-deterministic − If the next state of the 
environment is completely determined by the current state and the 
actions of the agent, then the environment is deterministic; 
otherwise it is non-deterministic. 



 Episodic / Non-episodic − In an episodic environment, each 
episode consists of the agent perceiving and then acting. The 
quality of its action depends just on the episode itself. Subsequent 
episodes do not depend on the actions in the previous episodes. 
Episodic environments are much simpler because the agent does 
not need to think ahead. 

 

 



UNIT II  

JAVA AGENTS 

 

Software agents may offer various benefits to their end users by 
automating complex or repetitive tasks. However, there are 
organizational and cultural impacts of this technology that need to be 
considered prior to implementing software agents. 

Organizational impact 
Work contentment and job satisfaction impact 

People like to perform easy tasks providing the sensation of success 
unless the repetition of the simple tasking is affecting the overall 
output. In general implementing software agents to perform 
administrative requirements provides a substantial increase in work 
contentment, as administering their own work does never please the 
worker. The effort freed up serves for a higher degree of engagement 
in the substantial tasks of individual work. Hence, software agents 
may provide the basics to implement self-controlled work, relieved 
from hierarchical controls and interference. Such conditions may be 
secured by application of software agents for required formal support. 

Cultural impact 

The cultural effects of the implementation of software agents include 
trust affliction, skills erosion, privacy attrition and social detachment. 
Some users may not feel entirely comfortable fully delegating 
important tasks to software applications. Those who start relying 
solely on intelligent agents may lose important skills, for example, 
relating to information literacy. In order to act on a user's behalf, a 
software agent needs to have a complete understanding of a user's 
profile, including his/her personal preferences. This, in turn, may lead 
to unpredictable privacy issues. When users start relying on their 
software agents more, especially for communication activities, they 
may lose contact with other human users and look at the world with 
the eyes of their agents. These consequences are what agent 



researchers and users must consider when dealing with intelligent 
agent technologies.  

 

Buyer agents (shopping bots) 

Buyer agents travel around a network (e.g. the internet) retrieving 
information about goods and services. These agents, also known as 
'shopping bots', work very efficiently for commodity products such as 
CDs, books, electronic components, and other one-size-fits-all 
products. Buyer agents are typically optimized to allow for digital 
payment services used in e-commerce and traditional businesses.  

User agents (personal agents) 

User agents, or personal agents, are intelligent agents that take action 
on your behalf. In this category belong those intelligent agents that 
already perform, or will shortly perform, the following tasks: 

 Check your e-mail, sort it according to the user's order of 
preference, and alert you when important emails arrive. 

 Play computer games as your opponent or patrol game areas for 
you. 

 Assemble customized news reports for you. There are several 
versions of these, including CNN. 

 Find information for you on the subject of your choice. 
 Fill out forms on the Web automatically for you, storing your 

information for future reference 
 Scan Web pages looking for and highlighting text that constitutes 

the "important" part of the information there 
 Facilitate with online job search duties by scanning known job 

boards and sending the resume to opportunities who meet the 
desired criteria 

 Profile synchronization across heterogeneous social networks 
Monitoring-and-surveillance (predictive) agents] 



Agents are used to observe and report on equipment, usually 
computer systems. The agents may keep track of company inventory 
levels, observe competitors' prices and relay them back to the 
company, and rumors, etc. 

 
service monitoring 

For example, NASA's Jet Propulsion Laboratory has an agent that 
monitors inventory, planning, schedules equipment orders to keep 
costs down, and manages food storage facilities. These agents usually 
monitor complex computer networks that can keep track of the 
configuration of each computer connected to the network. 

A special case of Monitoring-and-Surveillance agents are 
organizations of agents used to emulate the Human Decision-Making 
process during tactical operations. The agents monitor the status of 
assets (ammunition, weapons available, platforms for transport, etc.) 
and receive Goals (Missions) from higher level agents. The Agents 
then pursue the Goals with the Assets at hand, minimizing 
expenditure of the Assets while maximizing Goal Attainment.  

Data-mining agents 

This agent uses information technology to find trends and patterns in 
an abundance of information from many different sources. The user 
can sort through this information in order to find whatever 
information they are seeking. 



A data mining agent operates in a data warehouse discovering 
information. A 'data warehouse' brings together information from 
many different sources. "Data mining" is the process of looking 
through the data warehouse to find information that you can use to 
take action, such as ways to increase sales or keep customers who are 
considering defecting. 

'Classification' is one of the most common types of data mining, 
which finds patterns in information and categorizes them into 
different classes. Data mining agents can also detect major shifts in 
trends or a key indicator and can detect the presence of new 
information and alert you to it. For example, the agent may detect a 
decline in the construction industry for an economy; based on this 
relayed information construction companies will be able to make 
intelligent decisions regarding the hiring/firing of employees or the 
purchase/lease of equipment in order to best suit their firm. 

Networking and communicating agents 
Software development agents (aka software bots) 
 

Software bots are becoming important in software engineering. An 
example of a software bot is a bot that automatically repairs 
continuous integration build failures.  

Agent systems are used to model real-world systems 
with concurrency or parallel processing. 

 Agent Machinery – Engines of various kinds, which support the 
varying degrees of intelligence 

 Agent Content – Data employed by the machinery in Reasoning 
and Learning 

 Agent Access – Methods to enable the machinery to perceive 
content and perform actions as outcomes of Reasoning 

 Agent Security – Concerns related to distributed computing, 
augmented by a few special concerns related to agents 

Threads in Java Agents 



A multi-threaded application is one that is divided into many smaller 
parts (or threads) by the programmer when writing the code. Each 
thread typically performs its own logical task within the program. 
The Lotus Domino server is an example of a multi-threaded 
application. Each server task (ie: HTTP, Agent Manager) runs in its 
own thread distinct from the main server's code. The main benefit of 
this multi-threaded approach is that if one thread is waiting for a 
resource to become available, it doesn't impact the performance of the 
other threads. 

A multi-threaded program works best when each logical unit of work 
does not rely on the completion of another. There are three important 
things to consider in a multi-threaded program: 

1. A mechanism to limit the total number of threads 
2. Inter-thread communications 
3. Serialising access to resources 

 
The total number of threads should be limited, otherwise the server 
will very quickly fill up with thousands of threads. Each thread 
requires some system resources and execution time on the processor. 
Multiply this by 1000s and the performance gained by multi-
threading 

factor to consider is inter-thread communications. A typical multi-
threaded agent will consist of a main program loop with many child 
threads performing the work. At the most basic level, the child 
threads require a mechanism to tell the parent process that it has 
completed. Often child threads will also want to access properties in 
the parent process. 
 
The third and most difficult to code is serial access to objects and 
resources. To maintain data integrity you must ensure that thread 
access is only one at a time. Again Java makes this easy through the 
'synchronized' keyword. This keyword tells the JVM to only allow 
one thread at a time access. It is difficult to code because there is a 



small performance overhead for the JVM to synchronise the access. 
You need to ensure you only synchronise the critical code sections. In 
a large program these may be difficult to identify. 
 
Java makes creating new threads a snap. Simply create a new class 
that extends NotesThread, then write the code your thread should 
execute in the runNotes() method. Executing the thread is as simple 
as calling NewThread.start() from the parent process. The thread is 
considered dead and may be garbage collected once the run method 
exits. 

 

java beans 

 

Enterprise JavaBeans (EJBs) represent one of the most widely-
used server-side component architectures for developing the business 
logic of enterprise-scale applications. Because of their runtime 
properties, such as scalability, security, and transactional integrity, 
Enterprise JavaBeans are also an excellent tool for building software 
agents. This paper outlines an architecture for developing and deploying 
EJB-based agents. The presented approach is designed in a way that 
employs all the benefits of EJBs, while, at the same time, it hides the 
underlying complexity from agent developers. 

 

EJB TECHNOLOGY OVERVIEW 

   Enterprise JavaBeans (EJB) represent one of the most 
important Java EE technologies for developing server-side components. 
EJBs incorporate the business logic of “distributed, transactional, secure 
and portable” [1] enterprise applications based on Java EE. And yet, 
they are relatively simple to develop and use. In general, there are two 
categories of EJBs (or, simply, beans): message-driven, and session 
beans. Message-driven beans are used in the context of Java Message 
Service JMS 147 [3], a Java EE technology for asynchronous 



messaging. In XJAF and SOM , the agent communication infrastructure 
is based heavily on exactly message-driven beans and JMS. Session 
beans can further be categorized into singleton, stateless, and stateful. As 
its name suggests, there is a single instance of a singleton bean per Java 
EE application. Concurrent access is managed by the EJB container and 
can be fine-tuned by the developer. Stateless beans maintain no 
conversational state between distinct invocations. They are well-suited 
for operations that can be executed in a single method call.    

 

What Is Java aglet programming? 

Java agents work at the lowest level by providing services that enable us 
to intrude into a running Java program in JVM. This powerful yet 
uncanny part of Java has the capability to crash JVM if done incorrectly. 
This article glimpses into the concept and gives an introduction on how 
it works. 

Java Agent and Instrumentation 

Java agents are part of the Java Instrumentation API. The 
Instrumentation APIs provide a mechanism to modify bytecodes of 
methods. This can be done both statically and dynamically. This means 
that we can change a program by adding code to it without having to 
touch upon the actual source code of the program. The result can have a 
significant impact on the overall behavior of the application. 

Uses of Java Aglets 

 

There can be numerous uses of Java agents, such as Aspect 
Oriented Programming (AOP), Mutation Testing, Profiling, and so forth. 
AOP typically adds behavior such as logging or security to an existing 
program without altering the code. It uses Java agents to manipulate the 
bytecode and has a combined effect of its feature with the program. 
Monitoring JVM level parameters like object creation, garbage 
collection, thread execution, and so on, is the job of the profiler. 



Profiling tools significantly use Java agents in profiling JVM parameters 
of program in execution. 

There are many other situations where Java agents along with the 
instrumentation API comes quite handy. 

How to Write Java Aglet 

The class that implements Java agent must implement a method called 

public static void premain(String agentArgs, Instrumentation inst) 

This method forms the entry point of the agent, much like the entry point 
to a regular Java program is the main method. 

After initialization of JVM, the premain method is invoked; this 
represents the agent. There can be several such agents; therefore, each of 
the premain methods is invoked according to the order of the agents 
specified during JVM initialization. If a specific premain method is not 
found, JVM in turn invokes the overloaded version of 
the premain method such as 

public static void premain(String agentArgs) 

The agent class may also contain a method typically used by JVM after 
agent has started, such as 

public static void agentmain(String agentArgs, 

   instrumentation inst) 

or, its overloaded version 

public static void agentmain(String agentArgs) 



This is the typical routine of the JVM and once this routine is 
complete, main the method is called. 

Another important thing is that Java agents must include 
a MANIFEST.MF file in the META-INF folder of the resource directory 
during development. This file contains metadata information about 
package distribution. This file is included as a part of its JAR packaging. 
The attributes included in the MANIFEST.MF files give a clue as to 
why this is required. The attributes are as follows: 

 Premain-class: This attribute defines the agent class. JVM will 
abort if this attribute is not defined. 

 Agent-class: This defines the mechanism to start Java agents 
after JVM has started. The agents will not start if this attribute is 
undefined. 

 Can-Redefine-Classes: This defines the ability to redefine classes 
by the agent. The value can be true or false. 

 Can-Retransform-Classes: This defines the ability to retransform 
classes by the agent. The value can be true or false. 

 Can-Set-Native-Method-Prefix: This defines the ability to set a 
native method prefix by the agent. The value can be true or false. 

 Boot-Class-Path: This defines the bootstrap class loader's search 
path list. 

package com.mano.examples; 

public class Main { 

   public static void greet(String msg){ 

      System.out.println(msg); 

   } 

   public static void main(String[] args){ 

      greet("Hello Agents"); 

   } 



} 

Aglet Class 

The instrumentation agent class with the premain method is used to 
retrieve the information we need. The implementation of 
the Instrumentation interface is passed to the premain method. We use 
the getObjectSize method defined by the instrumentation interface to get 
memory usage of the Main object at runtime. 

package com.mano.examples; 

import java.lang.instrument.Instrumentation; 

public class MyAgentClass { 

   public static void premain(String agentArgs, 

      Instrumentation inst) { 

      System.out.println(inst.getObjectSize 

         (new Main())) 

   } 

} 

After that, we must create a MANIFEST.MF file. This is nothing but a 
text file where we put information related to the agent class. JVM will 
use it to load the agent. The file is typically stored in the META-INF 
directory. The content required for our example is pretty basic: 

Manifest-Version: 1.0 

Premain-Class: com.mano.examples.MyAgentClass 

Now, compile all the Java files to create the class file. And finally, 
create the JAR files as follows: 



jar -cmf META-INF/MANIFEST.MF myagent.jar com/mano/examples/ 

   MyAgentClass.class 

Deploying Java Aglets 

Once an agent is created, it is deployed as a JAR file. The attribute in the 
manifest file specifies the agent class which will be loaded to start the 
agent. Note that there are many ways to start an agent: using the 
command-line, at runtime, or as JAR executables. We'll use command-
line here. 

Running the Aglet Using the Command-line 

The command-line is: 

java -javaagent:myagent.jar -cp . com.mano.examples.Main 

This indicates that the premain method will run prior to application 
execution and the size of the instance of Main is created. 

 



What is Jini? 

Jini is a distributed system architecture developed by Sun Microsystems. 

 

Architecture Overview 

 
Basic Components of Jini 

 

• Service : entity that can be used by a person, a device, or another 
service, for example, printing a document, displaying videos, etc. 

• The lookup service : providing a central registry of services; and 
the clients use it to locate a service that he wants. 

• Proxy object and its attributes : the object implements all the 
interfaces provided by the remote service; and attributes are used 
to distinguish the object from other objects of the same type.  

• Client : entity who requests services. 

• What Are Acting Agencies? 
• Acting agencies are groups of talent agents who help connect 

actors to roles in TV, film, theater, commercials, and more. 



Agencies are well-connected with casting directors  and therefore 
have access to job opportunities that actors wouldn’t otherwise be 
able to find on their own. Signing a contract with an acting agency 
can help an actor land more auditions and ideally more jobs, thus 
boosting their income and exposure. 

What Does an Acting Agency Do? 

Things commonly handled by acting agencies include: 

 Submit your headshot, resume, and other marketing materials for 
auditions 

 Pitch your abilities to casting directors, directors, and 
producers over the phone 

 Schedule callback auditions 
 Negotiate better pay 

  

Although an agency can send an actor on dozens of auditions, it’s 
ultimately up to the actor to land the parts. An agent is not responsible 
for helping you brush up on your acting skills, crafting your image or 
marketability, nor will they network with other people specifically on 
your behalf. Actors are still responsible for taking classes, managing 
their own social media presence, and building their own network of 
contacts in the entertainment industry. 

 

Proactive messages 

Typically, each message that a bot sends to the user directly relates to 
the user's prior input. In some cases, a bot may need to send the user 
a message that is not directly related to the current topic of conversation 
or to the last message the user sent. These types of messages are 
called proactive messages. 



 

Typically, a bot sends a message to a user directly in response to 
receiving a message from the user. Occasionally, a bot might need to 
send a proactive message, a message in response to stimulus not 
originating from the user. 

Proactive messages can be useful in a variety of scenarios. For example, 
if the user has previously asked the bot to monitor the price of a product, 
the bot can alert the user if the price of the product has dropped by 20%. 
Or, if a bot requires some time to compile a response to the user's 
question, it may inform the user of the delay and allow the conversation 
to continue in the meantime. When the bot finishes compiling the 
response to the question, it will share that information with the user. 

 

Java Agent Components 
 Java Agent has the following components: 

 The agent itself 
 The broker 
 The consoles 
 The database 

The agent runs embedded in a Java process. 
The broker is a hub that dispatches Java Message Service (JMS) 
messages between agents, consoles, and an embedded client. 
The embedded client tracks network wide/agent-spanning properties, 
such as the set of agents, their open queues, or current network 
connections. As such, the embedded client can assemble partial 
transaction data into complete transactions for the benefit of consoles. 
The process of assembling partial transactions into complete transactions 
is referred to as stitching 
. 



After the data is assembled, the data is sent to the consoles (short term) 
and persisted to the database for long-term storage. 
 

 

What is Java Architecture? 

Here,  

 In Java, there is a process of compilation and interpretation. 
 The code written in Java, is converted into byte codes which is 

done by the Java Compiler. 
 The byte codes, then are converted into machine code by the JVM. 
 The Machine code is executed directly by the machine. 

This diagram illustrates the internal working of a Java code, or precisely, 
Java Architecture! 

Now, let us dig a 
little deeper in java architecture and talk about variouscomponents of 
java. 



Components of Java Architecture 

There are three main components of Java language: JVM, JRE, and 
JDK. 

Java Virtual Machine, Java Runtime Environment and Java 
Development Kit respectively. 

Let me elaborate each one of them one by one: 

Java Virtual Machine: 

Ever heard about WORA? (Write once Run Anywhere).  Well, Java 
applications are called WORA because of their ability to run a code on 
any platform. This is done only because of JVM. The JVM is a Java 
platform component that provides an environment for executing Java 
programs. JVM interprets the bytecode into machine code which is 
executed in the machine in which the Java program runs. 

So, in a nutshell, JVM performs the following functions: 

 

 
Java Certification Training Course 

 Instructor-led Sessions 
 Real-life Case Studies 
 Assignmentifetime Accessplore Curriculum 

 

 Loads the code 



 Verifies the code 
 Executes the code 
 Provides runtime environment 

Now, let me show you the JVM architecture. Here goes! 

 

Explanation: 

Class Loader: Class loader is a subsystem of JVM. It is used to load 
class files. Whenever we run the java program, class loader loads it first. 

Class method area: It is one of the Data Area in JVM, in which Class 
data will be stored. Static Variables, Static Blocks, Static Methods, 
Instance Methods are stored in this area. 

Heap: A heap is created when the JVM starts up. It may increase or 
decrease in size while the application runs. 

Stack: JVM stack is known as a thread stack. It is a data area in the JVM 
memory which is created for a single execution thread. The JVM stack 
of a thread is used by the thread to store various elements i.e.; local 
variables, partial results, and data for calling method and returns. 



Native stack: It subsumes all the native methods used in your 
application. 

Execution Engine: 

 JIT compiler 
 Garbage collector 

JIT compiler: The JIT Compiler is a part of the runtime environment. It 
helps in improving the performance of Java applications by compiling 
bytecodes to machine code at run time. The JIT compiler is enabled by 
default. When a method is compiled, the JVM calls the compiled code of 
that method directly. The JIT compiler compiles the bytecode of that 
method into machine code, compiling it “just in time” to run. 

Garbage collector: It means to collect the unused material. Well, in 
JVM this work is done by Garbage collection. It tracks each and every 
object available in the JVM heap space and removes unwanted ones. 
Garbage collector works in two simple steps known as Mark and Sweep: 

 Mark – it is where the garbage collector identifies which piece of 
memory is in use and which are not 

 Sweep – it removes objects identified during the “mark” phase. 

Java Runtime Environment: 

The JRE software builds a runtime environment in which Java programs 
can be executed. The JRE is the on-disk system that takes your Java 
code, combines it with the needed libraries, and starts the JVM to 
execute it. The JRE contains libraries and software needed by your Java 
programs to run. JRE is a part of JDK (which we will study later) but 
can be downloaded separately. 

Java Development Kit: 

The Java Development Kit (JDK) is a software development 
environment used to develop Java applications and applets. It contains 



JRE and several development tools, an interpreter/loader (java), a 
compiler (javac), an archiver (jar), a documentation generator (javadoc) 
accompanied with another tool. 

Socket Programming 
Socket programming is used for communication between the 
applications that are running on different JRE. It can be either 
connection-oriented or connectionless. On the whole, a socket is a way 
to establish a connection between a client and a server. In this article, I 
will tell you all about Socket Programming. 

  

What is Socket Programming ? 

Socket programming is a way of connecting two nodes on a network to 
communicate with each other. One socket (node) listens on a particular 
port at an IP, while other socket reaches out to the other in order to form 
a connection. 

 

The server forms the listener socket while the client reaches out to the 
server. Socket and Server Socket  are used for connection-oriented 
socket programming. 

Now let’s understand the core concept of Socket Programming i.e. a 
socket. 

What is a Socket ? 

A socket  is one endpoint of a two-way communication link between 
two programs running on the network. A socket is bound to a port 
number so that the TCP layer can identify the application that data is 
destined to be sent to. 



An endpoint is a 
combination of an IP address and a port number. The package in the 
Java platform provides a class, Socket that implements one side of a 
two-way connection between your Java program and another program 
on the network. The class sits on top of a platform-dependent 
implementation, hiding the details of any particular system from your 
Java program.. 

Client Side Programming 

In the case of client-side programming, the client will first wait for the 
server to start. Once the server is up and running, it will send the 
requests to the server. After that, the client will wait for the response 
from the server. So, this is the whole logic of client and server 
communication. Now let’s understand the client side and server side 
programming in detail. 

In order to initiate a clients request, you need to follow the below-
mentioned steps: 

1. Establish a Connection 

The very first step is to establish a socket connection. A socket 
connection implies that the two machines have information about each 
other’s network location (IP Address) and TCP port. 

You can create a Socket with the help of a below statement: 

Socket socket = new Socket(“127.0.0.1”, 5000) 



 Here, the first argument represents the IP address of Server. 
 The second argument represents the TCP Port. (It is a number that 

represents which application should run on a server.) 

2. Communication 

In order to communicate over a socket connection, streams are used for 
both input and output the data. After establishing a connection and 
sending the requests, you need to close the connection. 

3. Closing the connection 

The socket connection is closed explicitly once the message to the server 
is sent. 

Server Side Programming 

Basically, the server will instantiate its object and wait for the client 
request. Once the client sends the request, the server will communicate 
back with the response. 

In order to code the server-side application, you need two sockets and 
they are as follows: 

 A ServerSocket which waits for the client requests (when a client 
makes a new Socket()) 

 A plain old socket for communication with the client. 

After this, you need to communicate with the client with the response. 

Communication 

getOutputStream() method is used to send the output through the 
socket. 

Close the Connection 



It is important to close the connection by closing the socket as well as 
input/output streams once everything is done. 

After configuring both client and server end, you can execute  the server 
side program first. After that, you need to run client side program and 
send the request. As soon as the request is sent from the client end, 
server will respond back. Below snapshot represents the same. 

Distributed system: 

Definition 

A distributed system, also known as distributed computing, is a system 
with multiple components located on different machines that 
communicate and coordinate actions in order to appear as a single 
coherent system to the end-user. 

Benefits and challenges of distributed systems 

There are three reasons that teams generally decide to implement ds: 

 Horizontal Scalability—Since computing happens independently 
on each node, it is easy and generally inexpensive to add additional 
nodes and functionality as necessary. 

 Reliability—Most distributed systems are fault-tolerant as they 
can be made up of hundreds of nodes that work together. The 
system generally doesn’t experience any disruptions if a single 
machine fails. 

 Performance—Distributed systems are extremely efficient 
because work loads can be broken up and sent to multiple 
machines. 

However, distributed systems are not without challenges. Complex 
architectural design, construction, and debugging processes that are 
required to create an effective distributed system can be overwhelming. 

Three more challenges you may encounter include: 



 Scheduling—A distributed system has to decide which jobs need 
to run, when they should run, and where they should run. 
Schedulers ultimately have limitations, leading to underutilized 
hardware and unpredictable runtimes. 

 Latency—The more widely your system is distributed, the more 
latency you can experience with communications. This often leads 
to teams making tradeoffs between availability, consistency, and 
latency. 

 Observability—Gathering, processing, presenting, and monitoring 
hardware usage metrics for large clusters is a significant challenge. 

How a Distributed System Works 

Hardware and software architectures are used to maintain a distributed 
system. Everything must be interconnected—CPUs via the network and 
processes via the communication system. 

Types of distributed systems 

Distributed systems generally fall into one of four different basic 
architecture models: 

1. Client-server—Clients contact the server for data, then format it 
and display it to the end-user. The end-user can also make a 
change from the client-side and commit it back to the server to 
make it permanent. 

2. Three-tier—Information about the client is stored in a middle tier 
rather than on the client to simplify application deployment. This 
architecture model is most common for web applications. 

3. n-tier—Generally used when an application or server needs to 
forward requests to additional enterprise services on the network. 

4. Peer-to-peer—There are no additional machines used to provide 
services or manage resources. Responsibilities are uniformly 
distributed among machines in the system, known as peers, which 
can serve as either client or server. 



Example of a Distributed System 

Distributed systems have endless use cases, a few being electronic 
banking systems, massive multiplayer online games, and sensor 
networks. 

Distributed systems at the edge 

Users can create their own distributed systems. By interconnecting VMs 
and containers, while also leveraging the speed and agility that comes 
with edge computing, your system can handle thousands of simultaneous 
requests at lightning-fast speed. 

 Distributed systems can be made up of any machine capable of 
connecting to a network, having local memory, and communicating by 
passing messages. 

 By spreading out requests and workloads, distributed systems can 
support far more requests and compute jobs than a standard single 
system. 

 Distributed computing is a field of computer science that studies 
distributed systems. A distributed system is a system whose 
components are located on different networked computers, which 
communicate and coordinate their actions by passing messages to 
one another. The components interact with one another in order to 
achieve a common goal. Three significant characteristics of 
distributed systems are: concurrency of components, lack of a 
global clock, and independent failure of components.[1] Examples 
of distributed systems vary from SOA-based systems to massively 
multiplayer online games to peer-to-peer applications. 

 A computer program that runs within a distributed system is called 
a distributed program (and distributed programming is the 
process of writing such programs).[2] There are many different 
types of implementations for the message passing mechanism, 
including pure HTTP, RPC-like connectors and message queues.  



 Distributed computing also refers to the use of distributed systems 
to solve computational problems. In distributed computing, a 
problem is divided into many tasks, each of which is solved by one 
or more computers,[4] which communicate with each other via 
message passing.  

The word distributed in terms such as "distributed system", "distributed 
programming", and "distributed algorithm" originally referred to 
computer networks where individual computers were physically 
distributed within some geographical area.[6] The terms are nowadays 
used in a much wider sense, even referring to autonomous processes that 
run on the same physical computer and interact with each other by 
message passing.  

While there is no single definition of a distributed system,[7] the 
following defining properties are commonly used as: 

 There are several autonomous computational entities 
(computers or nodes), each of which has its own local memory 

 The entities communicate with each other by message passing 

A distributed system may have a common goal, such as solving a large 
computational problem;[10] the user then perceives the collection of 
autonomous processors as a unit. Alternatively, each computer may have 
its own user with individual needs, and the purpose of the distributed 
system is to coordinate the use of shared resources or provide 
communication services to the users.  

Parallel and distributed computing 



 
 (b):adistributedsystem. 
(c): a parallel system. 

Distributed systems are groups of networked computers which share a 
common goal for their work. The terms concurrent computing", and 
"distributed computing" have much overlap, and no clear distinction 
exists between them The same system may be characterized both as 
"parallel" and "distributed"; the processors in a typical distributed 
system run concurrently in parallel. Parallel computing may be seen as a 
particular tightly coupled form of distributed computing, and distributed 
computing may be seen as a loosely coupled form of parallel 
computing. Nevertheless, it is possible to roughly classify concurrent 
systems as "parallel" or "distributed" using the following criteria: 

 In parallel computing, all processors may have access to a shared 
memory to exchange information between processors. 

The difference between distributed and parallel systems. Figure (a) is 
a schematic view of a typical distributed system; the system is 



represented as a network topology in which each node is a computer 
and each line connecting the nodes is a communication link. Figure 
(b) shows the same distributed system in more detail: each computer 
has its own local memory, and information can be exchanged only by 
passing messages from one node to another by using the available 
communication links. Figure (c) shows a parallel system in which 
each processor has a direct access to a shared memory. 

The situation is further complicated by the traditional uses of the terms 
parallel and distributed algorithm that do not quite match the above 
definitions of parallel and distributed systems .Nevertheless, as a rule of 
thumb, high-performance parallel computation in a shared-memory 
multiprocessor uses parallel algorithms while the coordination of a 
large-scale distributed system uses distributed algorithms.  

Properties of distributed systems 

So far the focus has been on designing a distributed system that solves a 
given problem. A complementary research problem is studying the 
properties of a given distributed system.  

However, there are many interesting special cases that are decidable. In 
particular, it is possible to reason about the behaviour of a network of 
finite-state machines. One example is telling whether a given network of 
interacting (asynchronous and non-deterministic) finite-state machines 
can reach a deadlock. i.e., it is decidable, but not likely that there is an 
efficient (centralised, parallel or distributed) algorithm that solves the 
problem in the case of large networks. 

 

RPC 

A remote procedure call is an interprocess communication technique that 
is used for client-server based applications. It is also known as a 
subroutine call or a function call. 

A client has a request message that the RPC translates and sends to the 
server. This request may be a procedure or a function call to a remote 
server. When the server receives the request, it sends the required 



response back to the client. The client is blocked while the server is 
processing the call and only resumed execution after the server is 
finished. 

The sequence of events in a remote procedure call are given as follows − 

 The client stub is called by the client. 

 The client stub makes a system call to send the message to the 
server and puts the parameters in the message. 

 The message is sent from the client to the server by the client’s 
operating system. 

 The message is passed to the server stub by the server operating 
system. 

 The parameters are removed from the message by the server stub. 

 Then, the server procedure is called by the server stub. 

A diagram that demonstrates this is as follows − 

 

Advantages of Remote Procedure Call 

Some of the advantages of RPC are as follows − 



 Remote procedure calls support process oriented and thread 
oriented models. 

 The internal message passing mechanism of RPC is hidden from 
the user. 

 The effort to re-write and re-develop the code is minimum in 
remote procedure calls. 

 Remote procedure calls can be used in distributed environment as 
well as the local environment. 

 Many of the protocol layers are omitted by RPC to improve 
performance. 

Disadvantages of Remote Procedure Call 

Some of the disadvantages of RPC are as follows − 

 The remote procedure call is a concept that can be implemented in 
different ways. It is not a standard. 

 There is no flexibility in RPC for hardware architecture. It is only 
interaction based. 

 There is an increase in costs because of remote procedure call. 

An ActiveX control container is a parent program that supplies the 
environment for an ActiveX (formerly OLE) control to run. 

 ActiveX control is a control using Microsoft ActiveX 
technologies. 

 ActiveX is not a programming language, but rather a set of rules 
for how applications should share information. 

 Programmers can develop ActiveX controls in a variety of 
languages, including C, C++, Visual Basic, and Java. 

 You can create an application capable of containing ActiveX 
controls with or without MFC, but it is much easier to do with 
MFC. 

 



Unit 3 

INTERACTION BETWEEN AGENTS  

 Agents can be characterised by where they sit on a continuum. This 
continuum ranges from purely reactive agents that exhibit no cognitive 
abilities (such as ants and termites), to agents that exhibit cognitive 
behaviour or have an ability to think.  

In reality, many agents exhibit both reactive and cognitive 
behaviours to varying degrees, and the distinction between reactive and 
cognitive can be arbitrary. 

 

    REACTIVE AGENTS  

It is clear that reactive agents are very limited in what they can do 
as they do not have the ability to plan, coordinate between themselves or 
set and understand specific goals; they simply react to events when they 
occur.  

● This does not preclude them from having a role to play in 
producing intelligent behaviour.  

● The reactive school of thought is that it is not necessary for agents 
to be individually intelligent.  

   

However, they can work together collectively to solve complex 
problems. 

● Their power comes from the power of the many – for example, 
colony based insects such as ants and termites have an ability to 
perform complex tasks such as finding and communicating the 



whereabouts of food, fighting off invaders, and building complex 
structures.  

But they do this at the population level, not at the individual level, 
using very rigid repetitive behaviours 

Reactive agent 

Reactive agents are software agents that carry out a simple task of 
retrieving pre-set behaviors similar to reflexes. Reactive agents do not 
maintain the internal state, unlike deliberative agents. Finding a 
difference between reactive agents and deliberative agents can be 
indistinct though. It can simply be said that an agent that has no internal 
state is a reactive agent. 

Reactive agents have their limitations, though. They cannot just 
react automatically on the basis of information from the external 
environment. Reactive agents must have enough data available in the 
local or internal environment to figure out a satisfactory action. In the 
decision-making process, it is difficult for reactive agents to take into 
account the external or non-local information. Reactive agents do not 
understand the relationship between environmental and individual 
behavior. These agents cannot understand the overall behavior either. To 
create such reactive agents that can understand these behaviors is a 
challenging task. Moreover, the methodology to create such agents does 
not exist. Reactive agents sense and act through various means. 
 
More-complex reactive agents can remember properties and can also 
store internal models. The actions are taken based on the stored internal 
models and the properties that are remembered by these reactive agents. 
If we take into account the autonomous robots, the formation 
maintenance is studied through reactive agents that are non-
communicating and homogenous. 



The primary goal of autonomous robots is to move in a particular 
formation. But when these robots move, they face obstacles at some 
point along the way. This results in the distraction of one or more robots 
from the straight line. Once the robots pass through the obstacle, they 
must regain the straight path that they were following before. The 
reactive agents come into action to complete this task. 
 
The data from the sensors is converted into the motion vectors, and this 
helps to avoid the obstacles. Reactive agents also take into account the 
position of other robots, and they follow the same pattern to reach the 
original destination. Thus, the movement of these robots in this fashion 
is the collective response of these motion vectors. 

Cognitive agent 

COGNITIVE AGENTS  

● In contrast, the cognitive school of thought seeks to build agents 
that exhibit intelligence in some manner.  

● In this approach, individual agents have goals, and can develop 
plans on how to achieve them.  

They use more sophisticated communication mechanisms, and can 
intentionally coordinate their activities. They also map their 
environment in some manner using an internal representation or 
knowledge base that they can refer to and update through learning 
mechanisms in order to help guide their decisions and actions. As a 
result, they are much more flexible in their behaviour compared to 
reactive agents. 

Cognitive Computing 

Cognitive agents are born out of one of the major elements of artificial 
intelligence: cognitive computing. It’s the simulation of human thought 
processes in a computerized model. And it includes self-learning 
systems that leverage data mining, pattern recognition, and natural 



language processing (NLP) to mimic patterns of the human brain. 
These applications are: 

ADAPTIVE. Cognitive solutions adapt as information changes, goals 
change, and requirements evolve, thus planning for and addressing 
ambiguity. Much of the time, cognitive computing solutions can also 
process data in real time or near real time. 

ITERATIVE AND STATEFUL. Cognitive solutions aid in defining a 
problem or finding additional sources if a problem statement appears to 
be ambiguous or incomplete. Previous interactions may also be 
involved in defining or completing problem statements. 

CONTEXTUAL. Cognitive solutions may understand, identify, and 
extract contextual elements including syntax, meaning, time, location, 
domain, regulations, user profile, process, task, and goal. In some 
cases, they may also extract structured and unstructured information as 
well as sensory inputs. 

While cognitive computing applications (like cognitive agents) can 
mimic the human brain, that is not to say they are meant to replace 
human advisors. Instead, this technology can be viewed as a powerful 
assistant that can handle time consuming tasks and free up human 
resources to tackle other, more complex issues. And less time searching 
for information means faster resolution times which equals cost 
reduction. 

. An Interaction Protocol for Agent 
Communication 

 

The definition of a formal model of dialogue based on Eco-Grammar 
Systems (EGS) and inspired in the Multi-Agent Protocol(MAP) 
language. In order to define our model, we have considered some of the 
features that characterize human language use. In fact, the main feature 



of the framework introduced here is its interdisciplinarity. To define our 
formalmodel we put together knowledge from three different research 
areas: 

–Artificial intelligence, since we use multi-agent systems protocols.  

–Formal language theory, since our model can be seen as a new variant 
of the  

so-called grammar systems theory. 

–Linguistics, since we take into account theories of human language use  

AGENT NEGOTIATION 

• Negotiation is a decentralized decision-making process that seeks 
to find an agreement that will satisfy the requirements of two or 
more parties in the presence of limited common knowledge and 
conflicting preferences. Negotiation participants are agents who 
negotiate on their own behalf or represent the interests of their 
principals. When electronic negotiations enter the stage, these 
agents could be intelligent software entities that take part in the 
process of searching for an acceptable agreement. The degree of 
involvement of these “intelligent agents” in negotiations can range 
from supporting human negotiators (e. g. information search, offer 
evaluation) to fully automating the conduct of negotiations  

• Negotiation is a decentralized decision-making process that seeks 
to find an agreement that will satisfy the requirements of two or 
more parties in the presence of limited common knowledge and 
conflicting preferences. Negotiation participants are agents who 
negotiate on their own behalf or represent the interests of their 
principals. When electronic negotiations enter the stage, these 
agents could be intelligent software entities that take part in the 
process of searching for an acceptable agreement. The degree of 
involvement of these “intelligent agents” in negotiations can range 
from supporting human negotiators (e. g. information search, offer 
evaluation) to fully automating the conduct of negotiations  

AGENT COOPERATION 



• Agent oriented development can be considered the successor of 
object oriented development when applied in the Artificial 
Intelligence (AI) problem domains. Agents embody a software 
development paradigm that attempts to merge some of the theories 
developed in AI research within computer science. Bratman’s 
Beliefs-Desires-Intentions (BDI) reasoning model  has 
demonstrated the potential of becoming the method of choice for 
realizing truly autonomous agents. Beliefs represent the agent’s 
understanding of the external world, desires represent the goals 
that it needs to achieve, and intentions are the courses of action 
that the agent has committed to follow in order to satisfy its desires  
When defining the intelligence of agents, researchers mention the 
properties that a system should exhibit. Firstly, autonomy means 
operating without the direct intervention of humans. Secondly, 
social ability means interacting with other agents. Thirdly, 
reactivity means perceiving their environment and responding to 
any changes that occur in it. Finally, pro-activeness means 
exhibiting goaldirected behavior.  

AGENT COOPERATION IN PATIENT MANAGEMENT 

 

• The management of a patient in a shared-care context is a 
knowledge intensive activity. Health care providers must be able to 
exchange information and share a common understanding of the 
patient's clinical evolution. Medical care delivery, however, has 
several characteristics that make such interaction difficult to 
support, since diverse and complex forms of information are 
involved. In fact, medical knowledge can be viewed as distributed 
on different hierarchical levels of sciences: from the lowest level, 
where atoms and molecules behavior is explained, to the highest 
level, where the time course of a disease is described [1]. 
Moreover, providing health care services requires the expertise of 
highly qualified medical, technical and administrative personnel, 
often appointed to use specialized computational resources and 
very expensive equipment. Therefore new organizational 



infrastructures should be pursued for exploiting an advanced 
integration of physical and knowledgeable resources in an effort of 
reducing the overall cost-efficiency ratio of the health care delivery 
process.  

It’s one of the important factor of multi-agent system which includes- 

• Distributed problem solving: Less autonomy 

• Distributed planning: Models for cooperation and teamwork 

Typical (cooperative) MAS domains- 

• Distributed sensor network establishment 

• Distributed vehicle monitoring 

• Distributed delivery 

Distributed Problem Solving/Planning 

Cooperative agents, working together to solve complex problems 
with local information 

• Partial Global Planning (PGP): A planning-centric distributed 
architecture 

• SharedPlans: A formal model for joint activity 

• Joint Intentions: Another formal model for joint activity 

• STEAM: Distributed teamwork; influenced by joint intentions and 
SharedPlans  

Problem solving in the classical AI sense, distributed among multiple 
agents 

• That is, formulating a solution/answer to some complex 
question 

• Agents may be heterogeneous or homogeneous 

• DPS implies that agents must be cooperative (or, if self-
interested, then rewarded for working together) 

 



 

 

What is Agent Organization 

 

 

1.Comparable to human organizations, agent organizations are 
characterized by global goals and formalized social structures 
representing the stakeholder desired results. Can be seen as the structural 
setting in which agent interactions occur.  

 2.A Multi-Agent System (computational system), or one of its sub-
systems, possibly open and which was designed and operates in a way 
similar to human organizations. Compared to 
human organizations, agent organizations are characterized by 
specific goals and formalized social structures  

3.Comparable to human organizations, agent organizations are 
characterized by global goals and formalized social structures 
representing the stakeholder desired results. Can be seen as the structural 
setting in which agent interactions occur. 

Self-Interested Agents 

• If agents represent individuals or organizations, (the more general 
case), then we cannot make the benevolence assumption . 

•  Agents will be assumed to act to further their own interests, 
possibly at expense of others. 

•  Potential for conflict.  

•  E.g. Competitive environment (sport, war, ...) . 



•  May complicate the design task enormously.  

 

Intelligent agents for E-Commerce 

What could an intelligent agent do? 

 Imagine a system in which when a customer lifts the handset of a 
telephone to dial a long-distance phone call, an agent within the 
telephone automatically collects bids from the various carriers and 
decides which carrier to use. The telephone companies have an 
agent that automatically declares the price per minute for which it 
is willing to carry the call. The agent in the telephone decides 
which bid to accept, using an appropriate auction method (such as 
best bid wins and gets second best price). 

 Imagine a system in which when a person wants to place an 
international phone call to a customer who does not speak the same 
language, an agent automatically translates the conversation 
between the two languages. 

Examples of Problems in e-Commerce appropriate for Agents 

 Procurement: obtaining materials, services. managing inflow into 
the organization towards the end user. 

 Brokering Services: finding information about products, sellers, 
and prices, providing protection for privacy, validating purchasers 
credit, billing and accounting, etc. 

 Digital Libraries and Recommending Services: retrieving 
information from distributed sources, filtering information on 
contents, collaborative filtering. 

 Notification Services: notifying of new books or CDs, notifying 
when specific products are available at a specific price. 



Unit-IV 
 
 

Agent Communication Language  

 Acl IS proposed by the Foundation for Intelligent Physical 
Agents (FIPA), is a proposed standard language 
for agent communications. Knowledge Query and Manipulation 
Language (KQML) is another proposed standard. 

The most popular ACLs are: 

 FIPA-ACL (by the Foundation for Intelligent Physical Agents, a 
standardization consortium) 

 KQML (Knowledge Query and Manipulation Language) 

Agent Knowledge representation 

Knowledge is the basic element for a human brain to know and 
understand the things logically. When a person becomes knowledgeable 
about something, he is able to do that thing in a better way. In AI, the 
agents which copy such an element of human beings are known as 
knowledge-based agents. 
 What is Logic? 
Logic is the key behind any knowledge. It allows a person to filter the 
necessary information from the bulk and draw a conclusion. In artificial 
intelligence, the representation of knowledge is done via logics. 
There are three main components of logic, which are as follows: 

 Syntax: It is the sequence of a specific language which should be 

followed in order to form a sentence. Syntax is the representation of a  

language. Every language has its own syntax. 

 For example, ax2+bx+c is a well-formed syntax of a quadratic 

equation. 



 Semantics: The sentence or the syntax which a logic follows 

should be meaningful. Semantics defines the sense of the sentence which 

relates to the real world. 
For example, Indian people celebrate Diwali every year. This sentence 
represents the true fact about the country and its people who are Indians. 
Therefore, the sentence is syntactically as well as semantically correct. 

 Logical Inference: Inference means to infer or draw some 

conclusions about some fact or a problem. Logical inference is thinking 

all the possible reasons which could lead to a proper result. Inference 

algorithms are used to perform logical inference. 
Types of Knowledge 
There are mainly five types of knowledge. 

 

 Meta Knowledge: It is the information/knowledge about 

knowledge. 



 Heuristic Knowledge: It is the knowledge regarding a specific 

topic. 

 Procedural Knowledge: It gives information about achieving 

something. 

 Declarative Knowledge: It is the information which describes a 

particular object and its attributes. 

 Structural Knowledge: It describes the knowledge between the 

objects. 
Knowledge-based agents 

Intelligent agents which acquire knowledge about the world to 
make better decisions in the real world. Knowledge-based agent uses 
some task-specific knowledge to solve a problem efficiently. 
 A knowledge-based system comprises of two distinguishable features 
which are: 

 A Knowledge base 

 An Inference Engine 
Knowledge base: A Knowledge base represents the actual facts which 
exist in the real world. It is the central component of a knowledge-based 
agent. It is a set of sentences which describes the information related to 
the world. 

Agent Adaptability 

 Skill Learning 
o Parametric Learning 
o Learning by Observation 
o Gesture Based Programming 

 Reconfigurable 
o Add or swap skills to perform a task 

 Mobile 



o Move wherever is best to fulfill its mission 

 Develop a way to measure its performance 

 



Unit v 
 

Mobile Agents: 

 
 

 Mobile Agents can travel across the heterogeneous network 
in order to perform an assigned task.  

 Mobile Agents are one of the popular and simpler ways of 
retrieving information from the Internet.  

 Aglets are fundamentally Java-based autonomous software 
mobile agents. An aglet carries its state and as well as data 
along with it while traveling across the network.  

 Basic idea: Create once, go anywhere.  
 They are often used in information searching, filtering and 

retrieving applications, low-level network maintenance, 
testing, fault-diagnosis and for dynamically upgrading 
existing services 

 Agents typically possess several (or all) of the following 
characteristics:  

 Small in size Goal oriented Communicative Cooperative 
Flexible  

Mobile Agent Benefits  
 Reduce human work  
 Handle information overload  
 Provide automated help .  
 Reduction of network traffic  
 Adaptive  
 Negotiation capabilities  
  Learning capabilities  

Mobile Agent Drawbacks  
 Security is a huge issue ,main reason why agents aren't as 

popular as they could be Lack of mobile agent standards . 
 Each implementation has its own specific benefits and 

drawbacks . 



  No coordination, cooperation, or communication between 
agents especially between different kinds of agents, 
Malicious Hosts 
Goals:  

 to analyze the different security threats that  
 can possibly be imposed on agents by malicious hosts  

to provide a classification of these threats to describe the current 
solution approaches  
that are implemented to address the identified problems  

Malicious Hosts  
 A malicious hosting node can launch several types of 

security attacks on the mobile agent and divert its intended 
execution towards a malicious goal or alter it's data or other 
information in order to benefit from the agent's mission. 

Malicious Hosts Example  
 For example: A Mobile Travel Agent is sent out by a user to 

visit several airlines, find the best offer and book and pay the 
best flight. A malicious host might spy out the price limits set 
by the user and the offers by competitors.It might tamper the 
agent to change the competitors prices.  

 Malicious Hosts Example  
 It could advance the agents program counter to the preferred 

branch of conditional code. [3] It might steal the mobile 
agent's electronic money, credit card number or 
cryptographic keys.  

 It might hoodwink the competition by modifying the agent to 
want to reserve 100 tickets from the competitor so the flight 
appears full.  

 Classification of Malicious Host Security Threats : Based on 
the classification of threats on the five fundamental concerns 
of users gaining access of computer network services. 

 
 
 
 



 
Integrity Availability Confidentiality Authentication  
 
 

 Non-Repudiation Using these fundamental security 
requirements we identify the following security classes that 
mobile agents can possibly encounter from their  
executing hosts.  

Class 1: Integrity attacks   
Tampering with the agent's code, state or data implies that 
the integrity of the mobile agent has been violated.  

 

1.1: Integrity interference  
. Occurs when the executing host interferes with  

the mobile agent's execution mission, but does not alter any 
information related to the agent.  
1.2: Information modification  
. Occurs when the executing host takes actions  
against a mobile agent in an unauthorized way. . 

Class 2: Availability refusal  
· When a mobile agent arrives at a host it must be given privileges 
and access to resources that are necessary to carry out the task. 
Availability refusal occurs if an authorized mobile agent is 
prevented from accessing objects or resources to which it should 
have legitimate access. Mostly deliberate actions performed by 
the executing nodes in order to obstruct the agent.  

There are three subclasses:  
denial-of-service delay-of-service transmission-refusal  

2.1: Denial of service  
Occurs when the requested resources that the agent needs to 
accomplish its mission are denied. . Examples include  

A malicious host bombards the agent with so much irrelevant 
information that the agent finds it impossible to complete its goals 
A malicious host refuses an agent a specific service  

2.2: Delay of service  



Occurs when the host lets the mobile agent wait for the service 
and only provide the service or provide access to the required 
resources after a certain amount of time. . Examples include:  

A host keeps an agent deactivated until after it is too late to buy 
air tickets from a competitor  
2.3: Transmission refusal  
Occurs when a malicious host disregards the  the mobile agent 
and refuses to transmit the agent to the next host that is specified 
by the agent.  
Class 3: Confidentiality attacks  
. When the assets of the mobile agent are illegally accessed or 
disposed of by its host, the privacy of the mobile agent is not 
respected and comes under attack.  
  
Eavesdropping Theft Reverse Engineering  

3.1: Eavesdropping  
• Occurs when the host spies on the agent and gathers 
information about the mobile agent's information or about the 
intercommunication between agents. . Although the host may not 
attempt to alter the agent, it can use this information for it's own 
benefits.  
3.2: Theft  
Occurs when the malicious host not only spies on the agent, but 
also removes information from the agent. 
• Theft and eavesdropping are closely related.  

• The malicious host may also “steal” the agent itself, use it for its 
own purposes, or simply kill it.  
3.3: Reverse Engineering  
Occurs when the malicious host captures the mobile agent, 
analyzes its data and state in order to manipulate future or 
existing agents. Unlike a theft attack, a reverse engineering attack 
enables the host to construct its own similar agents, or update the 
profile of information to which the agent gets access.  

Class 4: Authentication risks  



. In the case of the malicious host problem, the agent must be 
able to correctly identify and authenticate its executing host.  

• The host may hide it's own identity or refuse to present it's own 
credentials which may  intended goal of the agent.There are two 
subclasses of authentication attacks:  
 
Masquerading Cloning  
4.1: Masquerading  
• Occurs when an executing host masks itself as one of the hosts 
on the agent's itinerary when it is actually not on it.  

4.2: Cloning  
Occurs when a host creates an exact copy of the mobile agent. . 
Each agent carries its own credentials in order to gain authorized 
access to the services of its executing hosts. . Examples include:  

When a host creates a clone of the mobile agent this causes 
unique agent authentication problems.  
 

 



 

 



 

 


